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Resumen

Esta tesis propone un nuevo método para la composición de música basada en inteligen-

cia artificial. El método está basado en memorias asociativas, un tipo de red neuronal

recurrente que se usa principalmente para la reconstrucción de imagenes binarias. Al

representar una composición como una imagen binaria, es posible usar las memorias

asociativas para composición musical. El propósito de este método es resolver el prob-

lema de la composición algoŕıtmica, es decir, desarrollar un sistema que pueda generar

música aunque sea de forma semi-automática.

El método es capaz de generar una nueva composición al entrenar una memoria

asociativa con otras composiciones. Luego, el método se asegura de que una entrada

aleatoria dada a la red no pueda ser reconstruida de forma completa en una de las

composiciones usadas para entrenar a la red. Al hacer esto, una variación de las com-

posiciones originales puede ser obtenida.

Una primera versión de este método fue evaluada con una encuesta respondida por

30 individuos con antecedentes musicales distintos. Esta primera versión sólo trabajaba

con ritmo, pues el ritmo es más fundamental que la melod́ıa o la armońıa, siendo por

lo tanto más fácil de trabajar. La encuesta ayudó a mitigar la naturaleza subjetiva de

la apreciación musical y llevó a la conclusión de que el método era capaz de generar

resultados aceptables.

Una vez hecho esto, el método fue generalizado para trabajar con melod́ıas cortas

llamadas motivos. Se implementó el método en un plugin que funciona con estaciones

de audio digitales. Este plugin es capaz de correr en un a libreŕıa de sonidos popular y

sin costo.

Este plugin está destinado a ayudar a cualquier compositor a crear ideas musicales

nuevas. Además, el plugin mejora la creatividad del compositor y actúa como una

herramienta que tanto compositores novatos como experimentados puedan usar.

Palabras Clave: Inteligencia Artificial, Composición Algoŕıtmica, Redes Neuronales

Recurrentes, Memorias Asociativas
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Summary

This thesis proposes a new approach for artificial intelligence-based music composition

using a novel method. The method is based on associative memories, a type of recur-

rent neural network used mostly for binary image reconstruction. By representing a

composition as a binary image, it is possible to use associative memories for music com-

position. The purpose of this method is to solve the algorithmic composition problem,

that is, to develop a system that can generate music even if only in a semi-automatic

way.

The method is able to generate a new composition by training an associative memory

with other compositions. Then, the method ensures that a random input given to the

network cannot be reconstructed fully into one of the compositions used to train the

network. By doing this, a variation of the original compositions can be obtained.

A first version of the method was evaluated with a survey answered by 30 individ-

uals of different musical backgrounds. This first version only worked with rhythm, as

rhythm is more fundamental than melody or harmony, thus being easier to work with.

The survey helped alleviate the subjective nature of music appreciation and led to the

conclusion that the method was able to generate acceptable results.

After doing this, the method was generalized to work with short melodies called

motifs. The method was implemented in a plugin that works with digital audio work-

stations. This plugin is able to run on a freely-available and popular sound library

software.

The plugin is intended to help any composer create new musical ideas. Further-

more, the plugin enhances the creativity of the composer and acts as a tool that both

experienced and novice composers may use.

Key words: Artificial Intelligence, Algorithmic Composition, Recurrent Neural Net-

works, Associative Memories
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1 Overview of Algorithmic Composition

Since its beginnings in the mid-20th century, Artificial Intelligence (AI) has had a large

impact on human life across the globe. Information security, logistics, voice and image

recognition are just some fields of application where AI has had a significant influence.

AI has already permeated through many aspects of human life and music ought to be

no exception.

However, AI has had most success with non-creative tasks such as prediction or

classification of objective matters. Creativity remains a very difficult and subjective

topic for machines to deal with and only partial success has been obtained so far. When

it comes to creative endeavors such as music composition, AI still has much to improve

upon.

Music is a multi-faceted area, which when combined with computing, creates even

more subjects to study. Some of the considerations that people may have when deal-

ing with music and computing are: Audio Synthesis, Audio Signal Processing, Music

Classification, Music Recommendation, Automatic Transcription and Algorithmic Com-

position among others.

The work presented here deals with Algorithmic Composition (AC) only and focuses

on Recurrent Neural Networks (RNN) and Associative Memories (AM). AC studies the

methods for automating the composition process of musical pieces through the use of

a computational system. RNNs are a type of Artificial Neural Network (ANN) whose

main characteristic is that the output is fed back into the input. AMs are a type of

RNN mainly used for binary image reconstruction. More information on these networks

will be given in the following sections.

An interesting remark about AC is that like any other task, music composition has

always required and followed a general process. Undoubtedly that process requires some

amount of creativity, but certain rules and procedures are followed most of the time.

In this aspect, computer-based composition does not differ greatly from human-based

composition.

Music is very similar to spoken languages like English. The same way we write

sentences in a document to express ideas, music uses motifs and phrases to express
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musical ideas. Roughly speaking, letters are somewhat equivalent to individual notes,

words to motifs and sentences to musical phrases.

Figure 1: An example of the general structure of a composition

A single composition or song can often be divided in clearly defined sections1. Com-

mon names for said sections are: Intro, Chorus or Bridge. All the sections played one

after the other form a whole composition, as shown in Figure 1. It is important to

note that not all songs have the same sequence of sections nor all types of sections are

always present.

Figure 2: The elemental components of section

Each section entails the three basic elements of music: Rhythm, Melody and Har-

mony. The most important element is Rhythm, followed by Melody and then Harmony.

This is simply because Melody and Harmony require of Rhythm to even exist. Rhythm

is so fundamental and deeply engrained in our brains that, if someone taps a popular

1Though, this is not always the case
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song simply using their hand and lap, another person may recognize it regardless of not

hearing the melody.

A reasonable procedure for creating a composition is as follows:

1. Come up with a couple of motifs. First rhythmically and then melodically. That

is, first think about the time value of the notes (black, white, whole, quaver, etc.)

and then think abouth their pitch.

2. Intercalate them. For example, write the first motif twice, then the second motif

and finally the first motif again. This will yield a simple phrase.

3. Repeat the previous steps and obtain another couple of phrases. Join the phrases

together to have complete melodic section.

4. Optionally, embellish the section with other percusive instruments and harmo-

nious arrangements.

5. Repeat the previous steps to obtain all the sections that will make the whole

composition.

This procedure could be particularly effective for generes like electronic dance mu-

sic. Though, realistically any composer could benefit from having new and interesting

motifs. An example of the previous procedure done until step 2 is shown in Figure 3.

Figure 3: A simple phrase with only two motifs

A motif is the smallest possible musical idea. A single note cannot be a motif, the

same way a single letter cannot be a word. The motif is paramount in the composition

process, since it is the seed from which the rest of the composition derives. After all,

motifs make up phrases, which make up sections, which make up whole compositions.

A motif can be manipulated in many ways to create multiple different phrases. For

example, the duration of each of the notes of a motif can be doubled or halved. Also,
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some notes of the whole motif can be left out, or some new notes can be added to

the end or the beginning of the motif. This allows for a composition that provides the

listener with familiar yet somehow new musical ideas.

Figure 4: A more complex phrase with two motifs chained by continuation notes and a
last note that gives the sensation of finality

Also, motifs can be chained in different ways. For example, it is possible to double

up tha same sequence of motifs by playing multiple faster notes. This will make the

listener expect a continuation. Furthermore, in order to give a sense of finality, a

composer should end with a long note. These ideas can be seen in Figure 4, where a

more developed phrase is shown.

The method proposed by this thesis involves the creation of motifs (step 1). Choos-

ing the motif as the scope for music generation is reasonable given that a whole com-

position can be derived from it. Furthermore, doing this provides the composer with

more control over the final product.

Throughout this work, several acronyms and terms not usually related to com-

puter systems engineering will be employed. Some of these acronyms are Digital Audio

Workstation (DAW), Virtual Studio Technology (VST) and Musical Instrument Digital

Interface (MIDI). These acronyms are listed in Appendix A. Henceforth, please refer

to Appendix A for any clarification.

In section 2, the essential technologies and techniques used for this thesis are de-

scribed in detail. Afterwards, section 3 presents the proposed solution and the steps

taken to implement it. Then, in section 4, the proposed solution is evaluated and the

results are shown and interpreted. Finally, section 5 gives the concluding thoughts on

the solution delivered, the practical and theoretical contributions are outlined.
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1.1 Problem Definition

The main problem that AC tries to solve is to create a system that can produce music

pieces whose author is undiscernible from a real human. Furthermore, this result should

be enjoyable for a considerable percentage of the target audience. From here onwards,

this problem will be labeled as the AC problem.

One of the main concerns when attempting to solve this problem is the subjective

nature of music appreciation. The absence of an automatic and objective evaluation

procedure for the desired output and the actual output prevents ANNs from solving

this problem efficiently. Some approaches try to base themselves on general rules to

guarantee the quality of the result. Nevertheless, all approaches can be valid due to

their strengths and situational advantages when compared to others.

This situation allows for unprecedented and novel solutions to the problem. Just as

musicians may find inspiration for their compositions in other matters, so can engineers

be creative in their solutions. Now that automation for most objective problems has

been solved, innovation in general art creation must ensue. Creating creators represents

the next new frontier of science and technology.

An important distinction to make when solving the AC problem is the output for-

mat. Some solutions try to produce audio signals while others deal with symbolic

representations like music sheets. Audio signals are a better output when it is wished

for the final user to appreciate the resulting music right away. Symbolic representations

are best when they should be used by composers because they can modify these outputs

to better accommodate their musical ideas. These type of results significantly divide

the AC problem into two. This thesis tries to give a symbolic representation solution

to the AC problem.

In the past, access to quality musical instruments and recording studio equipment

was cost prohibitive for the average person. This is no longer the case thanks to modern

personal computers and commercial composing software. This type of software comes

in many presentations available for all types of budgets. Consequently, the final user

for this work is any person who has access to a personal computer, composing software

and wishes to use AI when composing.
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Given this problem, the following are research questions that will be addressed in

this thesis:

� Is it feasible to use AMs to solve the AC problem?

� How can AMs solve the AC problem when they are mainly used for binary image

reconstruction?

� What are the advantages, disadvantages and limitations of using AMs to solve

the AC problem?

1.2 Review of the Literature

AC is not tightly coupled with AI, though the most interesting results have always

come from it. AI brings with it numerous techniques that can be used for composition.

As it is mentioned in [1], some of the most important AI models used for music compo-

sition are: heuristics in evolutionary algorithms, neural networks, stochastic methods,

generative models, agents, decision trees, declarative programming and grammatical

representation.

Also in [1], a taxonomy of these AI models is given. Two main areas are provided,

each with three subareas.

� Soft computing based music composition methods

– Heuristic Composition Methods (Evolutionary based Methods and Dynamic

Programming)

– Deep Learning Composition Methods (Deep Belief Networks, Convolutional

Networks, Recurrent Networks)

– Stochastic Composition Methods (Markov Models, Generative Adversarial

Networks)

� Symbolic AI based music composition methods

– Agent Composition Methods

– Declarative Programming Composition Methods
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– Grammar Composition Methods

Among these AI models, one of the most interesting and successful methods are the

ones based on Deep Learning. Deep Learning uses ANNs for problem solving. An ANN

is a computer program or software that can be trained to create/transform an input

into a desired output.

ANNs are able to achieve this by emulating the apparent behavior of human neurons.

The neurons inside ANNs are often accommodated in layers. The term Deep Learning

refers to the number of layers an ANN has. When the number of layers of an ANN is

very big it is said to be very deep.

ANNs usually require to be trained before being able to create/transform a given

input into a desired output. Training refers to the process where the weights (or values)

inside the neurons of an ANN are adjusted. Training can take a long amount of time

for some ANN architectures while others take very few time.

When the ANN is trained, it is constantly tested and the output is verified against

the desired output. The difference between the desired output and the actual output

is called the error and is used to adjust the weights of the ANN. The main issue when

training an ANN for music generation is the absence of an automatic and objective

evaluation procedure for the desired output and the actual output.

One of the methods included in Deep Learning are RNNs. RNNs are a type of ANN.

The main characteristic of RNNs is that the output is fed back into the input, thus

being recurrent. RNNs work very well when modelling sequences. Therefore, they can

be found in speech recognition models, speech synthesis or text generation. Given that

melody is a sequence of notes, it is no wonder that RNNs represent a viable technique

for algorithmic composition.

RNNs are currently a very relevant technique for algorithmic composition [2–9].

Usually, RNNs process a series of time (for example the first 10 notes of a compo-

sition/melody) in order to generate/predict the following element. When doing this,

however, classic RNNs suffer from a vanishing/exploding gradient when performing

backpropagation for weight adjustment. Long-Short Term Memories (LSTM) and the

more recent Gated Recurrent Units (GRU) are more evolved versions of RNNs units
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that address the problem of Back Propagation Through Time (BPTT). LSTM was first

introduced by Hochreiter and Schmidhuber in [10]. GRU was proposed by Cho et al

in [11]. Both LSTM and GRU are seminal works that have led to the development of

many other solutions that make use of them. Since this thesis will present a solution

to the AC problem using an RNN, comments about some of the most important works

regarding RNNs and AC in the latest years will be given next.

Agung et. al [2] developed a composition system and compared the performance of

LSTM, GRU, Double Stacked Layer LSTM and Double Stacked Layer GRU. The system

developed by Agung et. al was comprised of a generator network and an evaluator

network, effectively making it a Generative Adversarial Network (GAN). The objective

of a GAN is for the generator network to be able to fool the evaluator network into

thinking that its output is a human creation.

In order to train their network, Agung et. al parted from a symbolic representation

of compositions by using MIDI files. The MIDI files played songs from the classical,

baroque and romantic eras. Agung et. al used discrete series of times that symbolized

one sixteenth of a beat in order to represent the composition in a matrix that the

networks could understand. Inside this matrix, each column represented a discrete

time and the row signified the pitch of a note. Additionally, the number inside the

matrix represented the velocity (how strong the note sounds). In [2], Agung et. al

found that the Double Stacked Layer GRU model performed best when trying to sound

like one of the composers of the classical, baroque or romantic eras according to the

recall score reported by their networks.

A convenient characteristic of the system developed by Agung et. al in [2] is

that only a primer composition (seed) must be given to the system for it to compose

indefinitely. This can be seen as a good characteristic and a bad one at the same time.

It is good because it gives control on the length of the composition. However, systems

that use RNNs in this way tend to lack the ability to learn long-term structures. In

order words, the compositions generated by these types of systems do not seem to have

clearly defined sections like a chorus or bridge.

Another problem that these types of systems show is the inability to parallelize their

training operations. This hinders efficient training and provokes the networks to not be
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able to exploit the computational power of Graphic Processing Units (GPU). In turn,

this causes the networks to take very long to train.

In order to solve this problem, Yang et. al proposed a model that used Convolutional

Neural Networks (CNN) but could yield the same results as RNNs in [3]. This model

is called MidiNet. The system developed by Yang et. al mainly focused in melodies

only. Similarly to Agung et. al, Yang et. al relied on the MIDI file format to obtain

their training data as a symbolic representation. The system created by Yang et. al

also was a GAN (meaning it used a generator and evaluator networks).

Convolution is an operation mainly used in image processing, therefore CNNs are

used for image manipulation regarding ANNs. CNNs have proven to be remarkably

effective when dealing with imagery. The difference with RNNs is that convolution is

easily parallelizable. Yang et. al are able to use CNNs instead of RNNs because their

system generates one bar (measure) after the other, instead of note by note.

According to Yang et. al in [3], their system is able of following a priming melody or

chord sequence and generating multi-track music. Furthermore, Yang et. al can emulate

creativity by incorporating a random noise as input. This ensures that executing the

system multiple times will not yield the same result even when using the same priming

seed.

MidiNet is a very successful solution to the AC problem, but it is not the only one,

as parallelization is not the only issue to consider when solving the AC problem. For

instance, Mao et. al in [4] present an end-to-end generative model capable of composing

music using tunable parameters. In [4], Mao et. al improve over the Biaxial LSTM

model. The Biaxial LSTM model tries to use LSTM networks to predict/generate the

following note based on the pitch and time of the note. Both the Biaxial LSTM and

the one proposed in [4] uses the piano roll representation of MIDI events.

The main improvement proposed by Mao et. al is the addition of volume (velocity)

and style. This enhanced the general quality of the resulting compositions. However,

as mentioned by Mao et. al, this system also lacked long-term structure.

An interesting solution to the general problem of long-term structure regarding

RNNs is given by Wang et. al in [6]. Wang et. al proposes the R-Transformer, a

new model based on a non-recurrent sequence model, the Transformer. This model
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possesses the advantages of RNNs and a non-recurrent sequence model (capture long-

term dependencies and ability to parallelize the procedure). The model is said to be

effective on local structures and long-term dependencies of sequences.

The R-Transformer is comprised of a stack of identical layers, each with 3 hier-

archically organized components. Instead of making the RNN work with the whole

composition sequence, R-Transformer treats the composition as many short sequences.

The RNN that is closer to the local sequences only learns about local structure, mean-

while the higher networks deal with long-term structures. This solution also has the

advantage of avoiding computing an exploding/vanishing gradient problem. Although

Wang et. al do not address the AC problem directly, the model proposed in [6] is

applicable to music composition and other fields like language modelling.

This idea of separating the local and long-term structures by applying different

RNNs at different levels was implemented by Wu et. al in [7]. Three LSTMs were used

to learn notes, beats and bars respectively. By increasing the granularity of the input,

the whole system can generate more coherent compositions. Stated differently, one

LSTM can deal only with the sequence of individual notes while the other LSTMs can

try to learn the sequence of the composition as a whole. Thus, a more comprehensible

result may be obtained.

However, as mentioned by Wu et. al themselves, the system is not perfect and

has limitations. For instance, the bar was quantized into 16 time steps, disregarding

musical constructs like triplets or other types of rhythmic figures. Also, only musical

pieces with a time signature of 4/4 were used.

All in all, the results obtained are very interesting, as Wu et. al experimented by

removing some of the LSTMs. It was found that when all three LSTMs were employed

the compositions were musically ”safer”, meaning they were more regular. In contrast,

when using only the note LSTM, the compositions were much more irregular but could

eventually produce more interesting musical ideas.

When it is said that a composition is safer one refers to the fact that, for example,

such composition only dares use the notes present in a note scale. Also, a composition

is safer and more regular if a motif or small musical idea repeats itself. This motif could

then be distorted a bit in order to not become too repetitive and bore the listener.



14

The music sheet shown in Figure 5 shows an example of what can be obtained by

using different amounts of LSTMs. As it can be noted, the composition result of using

the three LSTMs together (top) even repeats rhythmical figures in bars. Such is the

case with bars 1, 3 and 6 or bars 2 and 5. In contrast, the compositions of a single

LSTM (bottom) are much more chaotic and do not repeat rhythmic figures whatsoever.

It is important to note that Figure 5 does not display the results obtained by Wu et.

al in [7], instead it is only intended to explain the behavior of the results.

Figure 5: A music sheet that exemplifies the behavior of the results obtained by Wu
et. al in [7]

An alternative way of solving the lack of long-term structure is presented by Jiang

et. al in [9]. In [9], a music generation model based on bidirectional RNNs is proposed.

Instead of just training a single RNN from the beginning until the end, it is possible

to train two separate networks (one for each time direction, positive and negative).

Thanks to this, the system can take advantage of all available input information. Each

network can be considered proficient for the specific problem that the network is trained

on. Still, the system proposed by Jiang et. al in [9] is not perfect, as it does not even

consider velocity like Mao et. al in [4]. Moreover, Jiang et. al also quantized the MIDI

inputs into 16 steps per measure like Wu et. al in [7], imposing restrictions on the

compositions that the system can yield.

Yet another interesting idea for AC is the use of dictionaries that can encode the

MIDI data set. This idea is implemented by Xie in [8]. The dictionary method uses
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the word embedding or distributional vectors technique. This technique can convert

natural language words into vector or matrix forms which computers can understand.

Naturally, instead of words, the system processes MIDI data in order to build the

dictionary before training the network.

Xie developed a system that uses three RNNs (which can be either the most basic

RNN, LSTM or GRU). Interestigly, the output of the network is intended to point to an

entry in the dictionary instead of dictating the following note or chord in the sequence

directly. The model is able to generate music based on the contents of the dictionary.

Although the previously mentioned works have mostly used symbolic representations

only, this is not the only option. In [5] Nayebi and Vitelli developed a system that

deals with audio sound waves directly using RNNs. Naturally, Nayebi and Vitelli used

Waveform Audio File Format (WAV) files instead of MIDI files. They applied the

Discrete Fourier Transform (DFT) and divided the file into multiple parts. Then, the

output of the DFT and each of these parts represented the time series that the RNN

worked with.

Nayebi and Vitelli compared LSTMs and GRUs for algorithmic music generation

(of course when dealing with audio sound waves). Interestingly, according to Nayebi

and Vitelli, LSTMs generated more reasonable results compared to the more modern

GRUs. This contrasts with the results of Agung et. al in [2], although of course Agung

et. al were working with symbolic representations.

Many of these works have carried out human-based subjective evaluation of the re-

sulting compositions [2–4,7]. As previously stated, the main problem of music composi-

tion using ANNs is the subjective nature of music appreciation. Therefore, performing

human-based subjective evaluation is an important step for any work that deals with

AC. For that reason, a survey took place for the work presented in this thesis. The

details of the survey will be further explained in subsection 4.2.

The works presented here also prove that RNNs can deal with a symbolic repre-

sentation (like MIDI files) or audio wave forms. Also, all the works that deal with

symbolic representations use the MIDI file format, as it is the most convenient form of

symbolic representation available. With this, the relevance of the MIDI file format is

demonstrated. The MIDI file format will be explicated in more detail in subsection 2.1.
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The works mentioned in this section have shown that AC using RNNs present a

couple of problems, namely:

1. It is very difficult to make an RNN learn long-term structures and in order to do

so, multiple RNNs are often necessary

2. Most systems rely on restrictions like dividing the measures into 16 discrete time

steps

3. Most systems disregard complex rhythm constructs like triplets

4. Training RNNs takes a long time compared with other types of ANNs that can

leverage the computational power of GPUs

Although the solution proposed in this thesis will not be able to tackle all of these

problems successfully, it does excel at some of them, like the training time it requires.

More comments about the strengths and weaknesses of the proposed solution will be

given in section 5.

This review of literature is intended only to place the reader in the context of

important previous works regarding AC and RNNs. It is very important to mention

that although the most popular types of RNNs try to predict a time series, the RNNs

used in this thesis are not of this type. No other works regarding these types of networks

and AC could be found at the time this thesis was being written. Therefore, this method

can be considered novel. The details about the RNN that will be used for the solution

of the AC problem will be given in subsection 2.5.

1.3 Justification

Depending on the degree to which it is achieved, solving the AC problem implies saving

a significant amount of time and money. Numerous people from very different back-

grounds would benefit from the solution of this problem. From beginner composers

up to expert musicians and songwriters could profit from this directly. The costs of

production would go down and AI-based composition would be more accessible to the

general public.
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Music and software’s relationship has for long been one where all the creative work is

left to composers and all the repetitive and technical labor is dealt by the machine. This

status quo is rapidly changing as more attention is brought upon the subject of music

creation via AI. At the moment, most efforts are concentrated in creating a music com-

posing artificially intelligent agent. A union between AI and human-driven composition

is not usually sought after. This work proposes a tradeoff between human-based and

AI-based composition. This mid-point could potentially make AI-aided compositions

more popular among mainstream composers of all music genres.

The method proposed in this thesis is a novel one, as the main neural network

architecture is not found at present in the literature of AI-based composition. Any

novel methodology represents an interesting contribution to the field for the potential

that it represents. Likewise, this technique is still in an early stage and can be improved

further with future works.

Current methods that use ANNs are often very computationally expensive. So much

so that they require high end GPUs for training their neural networks efficiently. AMs

do not require specialized hardware and require very little training. Since this is the

case, AM based approaches give more freedom to users when deciding what to use as

training data.

For example, say an AI agent is developed and trained. Whoever created that agent

had to make a decision on what training data was to be used. This is justified because

traditional neural networks are expected to take a long time training before they can

be used quickly. The method developed here is low-cost computationally speaking, and

has the potential to be very fast too.

Developing the implementation of this solution in a VST plugin format brings a

larger potential for reaching composers. Also, the fact that it is an add-on makes it

more likely that people will try it and eventually bring AI-based AC to the mainstream

composers. If the implementation were a standalone program people would be more

reluctant to use it.
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1.4 Objectives

The hypothesis of this work is as follows. AMs are capable of partially solving the AC

problem by combining two or more existing motifs. Motifs are the building blocks of

any composition and thereby are a reasonable choice for the scope of music generation.

Moreover, by using motifs more control of the composition will be given to composers,

allowing them to drive the result in the direction they prefer.

It is said that the AC problem will be partially solved because of two reasons:

1. At first, the method will only deal with motifs. It will take motifs as input and

produce motifs as output.

2. The result will have to be subjectively evaluated. Still, a survey that evaluates

the results will take place so as to alleviate this subjective nature.

While solving the AC problem fully is important, it is not the main concern of this

thesis. Providing a new method, explaining the principles that it is based upon and

proving that it can produce acceptable results is the primary interest of this thesis.

Developing a system that can completely create a musical piece on its own with no

intervention from a composer falls outside the scope of this work. The partial solution

supplied here can be improved upon in future work. The basic principles of the method

can be generalized to make this happen.

This thesis has the following general objectives. The main objective of this thesis is

to develop a method for combining two motifs and produce a new motif. The method

should be general and work with any two motifs provided in a MIDI file. It is wished

for this new motif to convey the emotions of the original motifs, though this is not a

strict requirement.

The method must produce new motifs that are at least partially enjoyable for hu-

mans. The goal is for the method to create a new musical idea, even if it is not refined

or polished. The output of the method must be modifiable so that the composer may

work upon it and fix the issues it may have.

Regarding the specific objectives these are as follows. At first, a python script

containing a minimum working example of the method will be developed. This script
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will not take into account particularities like the MIDI file format yet. The input and

outputs of the script will still be in binary format.

At this point of the research the interpretation of the results will be done manually.

Initially, only rhythm shall be tested, since it is more likely to succeed. Furthermore,

rhythm is the base of melody and harmony and thus makes it a better starting point.

Then, a survey will take place to evaluate the results obtained so far. A third party

tool will be used to reproduce the results, which are still in binary format. If the results

seem good enough, the method will be adapted to work with MIDI files and enclosed

in a VST plugin for distribution. A graphical user interface will be designed and the

specificities needed to make the plugin work will be addressed. Finally, the plugin must

be tested to ensure that it works properly before being distributed.

1.5 Methodology

The methodology employed to solve the AC problem will be as follows. Given any

reconstruction process where multiple patterns are learned, failing to reconstruct a

pattern fully can result in a pattern similar to the patterns learned. This new obtained

pattern will be a variance that conserves some of the characteristics of the previous

patterns, thus achieving variation within conservation.

AMs are networks that can reconstruct patterns and thus can be used in this way.

Furthermore, a composition can be represented as a binary image. This is thanks to

something called a piano roll representation, where the X-axis represents discrete time

steps and the Y-axis represents different pitches. Alternatively, the Y-axis could also

represent different percussion instruments when dealing only with rhythm.

The main idea is to train an AM using two small patterns that represent the motifs

and then cause the network to fail reconstruction. This is easier said than done due to

the properties of AMs, as it will be later clarified in subsequent sections. This can be

done either by exceeding the storage capacity of the AM or by not allowing the AM to

finish the reconstruction process.

As it will be shown later, the obtained results of this methodology are decent and

promising, specially considering the simplicity of the principle being used. Executing
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the method with the same motifs as input can produce a variety of results with different

degrees of success. Although the method cannot deal with complex harmony efficiently

there are other aspects of it that make it useful, specially when dealing only with

rhythm.

In this section, an overview of algorithmic composition has been given. The AC

problem has been stated and a review of the previous attempts for solving it have been

outlined. A justification for the development of the proposed solution by this thesis has

been provided. The general and specific objectives for this work have been set, along

with the conditions where the work will be considered successful. The methodology has

been described, albeit roughly so as to not disclose the entirety of the solution proposal

yet. Finally, a small comment about the obtained results has been stated. In the next

section, the technologies and techniques involved in the development of this thesis will

be explicated so as to place the reader in a better context for the solution proposal.

2 Involved Technologies and Techniques

2.1 The MIDI File Format

Musical Instrument Digital Interface (MIDI) is a standard that allows a variety of

electronic musical instruments, audio-related devices and computers to communicate.

As long as each device adheres to the MIDI standard, they will be interoperable. The

MIDI standard can transmit a multitude of musical information such as pitch, tempo,

panning and velocity.

In the 1980s a great diversity of inexpensive synthesizer keyboards existed on the

market. However, each of these synthesizers used their own language to transmit their

data. This made compatibility between devices difficult to achieve.

In 1983 the MIDI Manufacturers Association, an industry working group, assembled

the MIDI standard to resolve the situation. The MIDI standard first appeared on

synthesizers in 1983. Since then, the MIDI standard has been further developed and is

still being improved to this day.

As stated by the MIDI Association in [12], ”The MIDI Manufacturers Association
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was official established as a California nonprofit trade organization in 1985 with the

goal to expand, promote, and protect MIDI technology for the benefit of artists and

musicians around the world. In 2016, the MMA launched The MIDI Association, a

public-facing, free, global, web-based community for people who create music and art

with MIDI. Starting with no members at all, the MIDI Association now has over 30,000

registered individuals. With the continued success (and growing recognition) of The

MIDI Association, the MMA has decided to unify the two brands under the name The

MIDI Association.”

Though strictly speaking MIDI refers to the whole standard, this standard also

specifies a file format, the MIDI file format. A MIDI file is a symbolic representation

of a composition. In other words, a MIDI file contains the instructions to perform a

certain musical piece.

MIDI is not comparable to audio signal file formats like the Moving Picture Experts

Group Layer-3 Audio (MP3) or WAV. These file formats usually employ Pulse-Code

Modulation or a compressed version of it to store the audio. These files are usually only

intended to be reproduced afterwards in order to appreciate music. They are seldom

aimed to be modified directly.

On the other hand, a MIDI file abstracts the essential information of a composition

and leaves the interpretation to the reproducing system. Changing the musical data of

a MIDI file is simple compared to an audio signal file. Furthermore, MIDI files take

very little space, thereby making them easy to distribute. Because of this, the MIDI

file format is paramount for the development and research of AC.

The general structure of a MIDI file at bit-level is straightforward and as follows.

MIDI files are structured into chunks. Each chunk consists of three fields: type, length

and data.

There exist two types of chunks: header chunks and track chunks. Header chunks

give information about the whole file, namely the number of track chunks, the specific

MIDI file format (0, 1 or 2) and the ticks per quarter note. Track chunks contain event

information. In the MIDI file format, all the musical information is written in the form

of events.

There exist three types of events, but the most important one is a MIDI event.
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The MIDI events that this thesis is most interested in are NoteOn and NoteOff MIDI

events. These events contain the information of when a note was pressed and when it

was released. Thanks to these events, it is possible to discern the sequence of notes of

a composition. The full specification of the MIDI file can be found in [13].

This thesis intends to use MIDI files to store the musical information of the motifs.

MIDI files are of outmost importance since they represent the input and output of the

method’s practical implementation. On later sections it will be explained how exactly

these MIDI files will be read, processed and written to partially solve the AC problem.

2.2 Digital Audio Workstations

A good definition of a Digital Audio Workstation (DAW) can be found in [14], where

it is stated that ”a Digital Audio Workstation is an electronic device or application

software used for recording, editing and producing audio files.” DAWs can be used to

record and produce a myriad of media such as music, radio, television programs and

podcasts. Whenever a complex manipulation of audio will take place, a DAW is the

best tool to use. The main functionalities of any DAW are to record, edit, playback

and mix audio files. Additionally, most commercial DAWs have the capacity to handle

MIDI files and reproduce them using different virtual instruments.

A DAW can edit audio either in analog fashion or in a digital way. Digital audio

editing has become more predominant nowadays due to it being easier to come by. Many

people still prefer production with analog tools for the particular effect this provides.

Nevertheless, digital audio is sufficient for most, as few people can even notice the

difference between the two.

Because the objective of a DAW is to produce audio files by recording, editing and

mixing audio, all DAWs share some basic components. For instance, most DAWs have

a sequencer where audio files are shown in the time domain. These files can then be

arranged and modified. Sometimes, the sequencer can also contain and display MIDI

data.

Of course, all DAWs have transport controls (play, rewind, record, etc.) integrated

in them. Finally, the other component that all DAWs share is a mix console. Here
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the composer can decide the volume intensity of each audio track or channel before

producing the resulting audio. In Figure 6, the chosen DAW for this thesis, Cubase, is

shown.

Figure 6: Cubase, a popular commercial DAW with some of its components pointed
out by red arrows

Modern DAWs are usually extensible, meaning that plugins can be developed for

them. These plugins can expand the functionalities of the DAW, either by providing

new behavior or new sounds through virtual instruments. The most common types of

plugins are VST, Audio Unit (AU) and Avid Audio Extension (AAX). This thesis is

most interested in the VST plugins and more of them will be discussed in later sections.

The first DAWs emerged around the late 1970s and the early 1980s. Because the

earliest personal computers lacked the computational power to process audio effectively,

only Integrated DAWs could be found at this time. These Integrated DAWs were

electronic devices that required a lot of space to the point that a dedicated studio room

would often be required. Very few companies could afford owning such a device.

It wasn’t until the late 1980s that computers targeted at the general public began

to have the capacity to handle digital audio editing. Since then, and with the advent

of more powerful and efficient personal computers, software-based DAWs have become



24

the norm, even for big production companies. Thanks to this, most people have access

to commercial DAWs and are now able to compose music with unprecedented quality

and ease.

The DAW market currently hosts a big competition. Numerous commercial DAWs

exist, each targeted to a specific audience. There also exist free DAWs, but each DAW

can use a different revenue stream for profit. Some DAWs require a one-time payment,

others use subscription fees and some rely on donations.

A user/composer may choose a DAW based on many different aspects such as cost,

features, storage space requirement, ease of use, the manufacturer’s reputation and

availability on an Operating System (OS). Because DAWs entail so many aspects is

that the number of existing commercial DAWs is so big.

Given this situation, comparing every DAW would be unproductive. Rather, a

reasonable tradeoff would be to compare only some of the most popular DAWs. The

following is a list of the most notable DAWs, starting with the name of the manufacturer

and followed by the commercial name of the DAW: Ableton’s Live, Adobe’s Audition,

Apple’s Logic Pro, Avid’s Pro Tools, Cockos’ Reaper, Steinberg’s Cubase and Image-

Line’s FL Studio.

The previous list is an arbitrary excerpt of some of the most popular DAWs currently.

Being arbitrary does not represent a problem, since the objective of this thesis is not

to find the best DAW. This list is only intended to be illustrative and informative.

Table 1 compares the DAWs from the previous list. The information was taken

from [15]. Some information was left out due to it being irrelevant for this thesis.
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Table 1: A table that compares a the most popular commercial DAWs

Manufacturer DAW OS Plugin Strengths
Ableton Live MacOS,

Windows
VST/AU On-the-fly production for the

21st century
Adobe Audition MacOS,

Windows
VST Top quality built in audio tools

including restoration
Apple Logic Pro MacOS AU Very popular for music pro-

duction and composition
Avid Pro Tools MacOS,

Windows
AAX Simple standardized interface

and machine-like
Cockos Reaper MacOS,

Windows
VST Superb quality DAW with no

hype and great updates
Steinberg Cubase MacOS,

Windows
VST Great all around music pro-

duction (VST Creator)
Image-Line FL Studio Windows VST Great starter DAW and very

easy to use

Every composer should be able to choose whatever DAW best fits his needs. Thanks

to standards like MIDI, having an extensive list of options is a benefit instead of a

detriment.

Although most DAWs share common features, this thesis will use Stenberg’s Cubase

as its main DAW. The reason for this is because Steinberg is the creator of VST, as it

will be further explained in following sections. Cubase, being developed by Steinberg,

has the best compatibility for VST of all the DAWs. Furthermore, other Steinberg

products will be used to develop the VST plugin.

2.3 Virtual Studio Technology

Virtual Studio Technology (VST) is best defined in [16], where it is stated that ”Vir-

tual Studio Technology is an audio plug-in software interface standard that integrates

software synthesizers and effects units into DAWs.” VST uses digital audio signal pro-

cessing to emulate real hardware in software.

As previously mentioned, plugins extend the functionalities of DAWs by providing

more ways of processing audio and MIDI files. VST plugins are software modules that

can generate audio or effects. Thanks to VST it is possible to replace real instruments
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with virtual ones. Moreover, the Software Development Kit (SDK) for VST plugins is

available for free.

VST is a technology and trademark by Steinberg. Steinberg is a German musical

software and hardware company based in Hamburg.

Steinberg released the first version of the VST interface specification and SDK in

1996. In 1999 Steinberg released the second version of VST which now included the

ability for plugins to accept MIDI data. This allowed for the creation of Virtual Studio

Technology Instrument (VSTi) format plugins.

VST Instruments can act as standalone software synthesizers, samplers, or drum

machines. At present the VST interface specification finds itself in version 3.7. Cur-

rently, almost all virtual instruments on the market use Steinberg‘s VSTi format.

2.4 HALion & HALionScript

HALion is yet another music production software developed by Steinberg. HALion

is a sampler program. A sampler is an electronic device or software which can take

samples (small recordings) of sound and process them to create new instruments. Any

sound can be fed into a sampler. The recorded sound need not come from a musical

instrument. Animal sounds or sounds created by everyday appliances are just some of

the creative sources of sound that a sampler can exploit.

HALion’s graphical user interface can be configured and changed to show different

components of HALion. One of such components is the program tree, which indicates

the structure of synthesizers and wav files that compose the virtual instrument. An

example of a configuration of HALion’s graphical user interface can be seen in Figure 7.
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Figure 7: A configuration of the HALion user interface, the Program Tree (the structure
of the virtual instrument) is highlighted in blue

A musical instrument obtains its particular sound from the shape of the soundwave

it produces when played. A soundwave can have countless shapes depending on its

length. Samplers allow the taken samples to be pitch-shifted to derive all the notes

needed for a composition. Samplers enable the creation of new intruments because an

instrument is defined by the shape of its soundwave. These virtual instruments can then

be used in compositions inside DAWs, providing new and unique sonorous experiences.

HALion can work with almost every DAW and it comes with more than 40 gi-

gabytes of high-end sound content ready to be used as an instrument sound library.

Nevertheless, the main appeal of HALion is its ability to record existing (and often old)

instruments so they can be used as a virtual instruments. Furthermore, HALion has

the ability to combine two or more instruments into one. HALion provides ultimate

control over the soundwave and is thus a very complete sampler program.

The latest version of HALion is HALion 6. HALion comes in three different editions:

HALion, HALion Sonic and HALion Sonic SE. Each edition has less functionality than

the previous one. Otherwise stated, HALion represents the version with all the features

(sampling, scripting and audio synthesis). HALion Sonic has reduced functionality
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since it cannot sample sounds and edit them. HALion Sonic is intended to be used for

the high-end sound content, just as an instrument library. Finally, HALion Sonic SE is

has a smaller library content than HALion Sonic. HALion and HALion Sonic require

a one-time payment while HALion Sonic SE is free.

In this work HALion will be used to create the VSTi plugin that will encapsulate the

methodology for AI-based AC. The virtual instruments created in HALion can be used

fully inside HALion Sonic SE. This means that even though a creator of instruments

needs to buy HALion, end users can still use HALion Sonic SE without paying. Thanks

to this, the VSTi plugin developed in this thesis will be able to reach a great number of

composers since HALion Sonic SE can run both in Windows and MacOS. This is one

of the main reasons to choose HALion as the tool for creating the VSTi plugin.

HALion has been chosen also because instruments created with it can take advan-

tage of HALion Script. As stated in [17], ”HALion Script is a domain-specific pro-

gramming language based on the Lua scripting language.” As mentioned in [18], ”Lua

is a powerful, efficient, lightweight, embeddable scripting language. It supports proce-

dural programming, object-oriented programming, functional programming, data-driven

programming, and data description.”

As noted in [19], ”Lua is cross-platform, since the interpreter of compiled bytecode

is written in ANSI C, and Lua has a relatively simple C API to embed it into ap-

plications. Lua was originally designed in 1993 as a language for extending software

applications to meet the increasing demand for customization at the time. It provided

the basic facilities of most procedural programming languages, but more complicated

or domain-specific features were not included; rather, it included mechanisms for ex-

tending the language, allowing programmers to implement such features. As Lua was

intended to be a general embeddable extension language, the designers of Lua focused

on improving its speed, portability, extensibility, and ease-of-use in development.” Also

according to [17], ”HALion Script uses Lua 5.2.3 with the following standard libraries:

basic library, package library, string manipulation, table manipulation, mathematical

functions, bitwise operations, debug facilities.”

Thanks to HALion Script, the components of a virtual instrument can be handled

programmatically with a script. This script is embedded in the virtual instrument and
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different parts of it can be triggered by different actions like key presses or parameter

changes. As pointed out in [17], ”HALion Script comes with many functions tailored

to HALion, while maintaining the general programmability of Lua.”

Musical events, access and modification of instrument parameters and much more

can be done owing to HALion Script. According to [17], HALion Script has the following

fields of application.

� Arpeggiation and sequencing

� Chord generation and recognition

� Microtonal music and alternative scales

� Algorithmic composition

� Advanced, interactive playback for creating more realistic performances

� Custom-built workflows for macro pages

For this thesis, the most important aspect of HALion Script is its ability to open,

modify and write MIDI files. Also, the capacity of HALion to design graphical user

interfaces for the virtual instrument is important. This, combined with standards like

MIDI will allow for a uniform solution to the AC problem.

2.5 Associative Memories

Associative Memories (AMs) are a type of ANN and RNN. AMs are also known as

Recurrent Hopfield Neural Networks (RHNN). These ANNs were invented by John

Joseph Hopfield, an American scientist born July 15, 1933 who is most widely known

for this invention of AMs in 1982. The concepts and procedures of AMs described in

this section have largely come from [20].

The characteristics of AMs are outlined next. AMs are mostly used for reconstruc-

tion of noisy binary images2. It is very important to note that, although AMs are used

for image processing, this thesis plans to use them for music composition. AMs can

only work with inputs and outputs of 1s and -1s, thus being binary. Although they do

not use 0s and 1s, they can only deal with two discrete values. As their other name
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states, RHNNs are recurrent, meaning that the output goes back into the input of the

RNN. Also as their name suggests, AMs associate a pattern with one of the patterns

they were previously trained with.

The general procedure for using AMs in order to reconstruct a binary image is as

follows:

1. Represent each binary image (the training patterns/images and noisy input) as a

vector of 1s and -1s.

2. Obtain a square matrix (weight matrix W ) from the training pattern vectors.

3. Multiply W by the noisy input and feed the resulting output into an activation

function.

4. Repeat step 3 until the output of the activation function is the same as the output

of the previous iteration.

In Figure 8, a flowchart of these same steps is shown.

Figure 8: A flowchart diagram showing the basic steps that AMs follow to reconstruct
noisy images

If the AM was able to reconstruct the noisy image, the final output will be equal

to one of the training patterns. In this sense, the AM remembers each of the patterns

2A binary image is a picture where each pixel can contain one of two values, usually black or white.
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that it was trained with. Weight matrix W stores this information and gives the means

to transform any input into one of the patterns it was trained with.

The input patterns can be thought of as a points or balls in the space of all possible

permutations given the number of elements of each training pattern. With each trans-

formation performed (step 3), it is as if the input was moving towards an equilibrium

point or local minimum inside a function. This behavior is exemplified in Figure 9.

This figure is similar to one found in [20]. Depicting AMs with this analogy is only in-

tended to help understand their behavior. Therefore, the x and y axes have no concrete

meaning.

Figure 9: A function that represents the space of possibilities when transforming inputs
using AMs

When training the network, i.e. weight matrix W is calculated, it is as if a function

or uneven plane was created. Each training pattern is represented as a local minimum

in this plane or function, but there is no guarantee that other local minimum points

exist. If the input happens to fall in one of these non-expected local minimum points,

the network is unable to successfully reconstruct the input into one of the training

patterns.

Of course, AMs cannot remember an infinite number of patterns. The limit of how

many patterns an AM can store and successfully reconstruct depends directly on the

number of elements (dimension) in each pattern. After all, this number of elements

determines how big the weight matrix W will be and in this matrix is that the memory

of patterns is stored.
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As stated in [20], ”Based on several computational experiments, Hopfield (1982)

describes that the storage capacity CHopf of patterns in associative memories, when

seeking a pattern recovery with few errors, is given by CHopf = 0.15 · n; where n is the

number of elements (dimension) of each pattern to be stored”.

Also in accordance with [20], ”Through probability analysis, in Amit (1992) and

Haykin (2009), more accurate results about the storage capacity of the Hopfield network

are elaborated and presented. These studies have shown that the maximum storage

capacity {CMax} when considering an almost errorless recovery is given by: CMax =

n
2·ln(n) . For a perfect recovery, with accuracy near 100%, the storage capacity {C100%}
of patterns could be estimated by C100% = n

4·ln(n)”.

The 4 steps previously outlined have left out many details on purpose. These details

will now be described. As explained in [20], the weight matrix W can be obtained with

the formula found in Equation 1.

W =
1

n

p∑
k=1

z(k) ⊗ (z(k))T − p

n
· I (1)

The symbols used in Equation 1 have the following meanings:

� W is the weight matrix

� p is the number of patterns to be remembered by the AM

� I is the identity matrix (one which has its main diagonal filled with 1s and the

rest of its values are 0s)

� z represents the vector of a pattern to be stored

� n is the dimension or size of each of the vector patterns

It is very important to note that the operation performed in z(k) ⊗ (z(k))T is the

outer product. On the other hand, the product operation performed in − p
n
· I is the

more popular dot product. The outer product is not as commonly known as the dot

product, mainly because the dot product has a wider range of applications than the

outer product. The outer product, denoted u ⊗ v gives as a result a matrix of m × n

where m is the dimension of u and n is the dimension of v. Each element of u appears
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in its respective row while each element of v appears in its respective column. In

Equation 2, the outer product operation is displayed.

u⊗ v =


u1v1 u1v2 . . . u1vn

u2v1 u2v2 . . . u2vn
...

...
. . . . . .

umv1 umv2 . . . umvn

 (2)

It is important for the weight matrix to be a symmetrical matrix whose center

column, center row and main diagonal are filled with 0s. Because the outer product is

used on the same vector each time, it is guaranteed that the matrix will be symmetrical.

The last part, − p
n
· I, guarantees the diagonal values to be 0. Also, it is important for

the activation function to be monotonically increasing. This means that for each x and

y such that x ≤ y, f(x) ≤ f(y) is always true. Equation 3 is an example of a correct

weight matrix.

W =



0 −0.35 0.35 −0.35 0 −0.35 0.35 −0.35 0.35

−0.35 0 −0.35 0.35 0 0.35 −0.35 0.35 −0.35

0.35 −0.35 0 −0.35 0 −0.35 0.35 −0.35 0.35

−0.35 0.35 −0.35 0 0 0.35 −0.35 0.35 −0.35

0 0 0 0 0 0 0 0 0

−0.35 0.35 −0.35 0.35 0 0 −0.35 0.35 −0.35

0.35 −0.35 0.35 −0.35 0 −0.35 0 −0.35 0.35

−0.35 0.35 −0.35 0.35 0 0.35 −0.35 0 −0.35

0.35 −0.35 0.35 −0.35 0 −0.35 0.35 −0.35 0



(3)

In this section (section 2), all of the technologies and techniques that the proposed

solution will rely upon have been explained, each in its corresponding subsection. In

each subsection, a definition of the technology has been given as well as the their

operation albeit in general terms. These subsections are intended to be a reasonable

transition to the solution proposal of this thesis. Thanks to the previous subsections,
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developing a method for combining two motifs and produce a new motif, the main

objective of this thesis, is now closer. In the following section the solution proposal will

be explained thoroughly and the reason for including each of the previous technologies

and techniques will become evident.

3 Proposed Solution Methodology

3.1 Theoretical Basis

This thesis proposes using AMs to solve the AC problem. However, AMs can only deal

with binary images whose representation must be that of a vector with values of 1 or

-1. How can AMs be used to solve the AC problem? The answer to this question lies

in the fact that a composition (at least a small one, like a motif) can be represented as

a binary image. This binary image is a symbolic representation of the composition.

As previously stated, some solutions try to produce Audio Signals while others deal

with Symbolic Representations like music sheets. The solution proposed here will work

with the symbolic piano roll representation found inside MIDI files.

Whenever the events of a composition must be presented in a graphical way3, the

piano roll representation is often used. The piano roll representation is one in which

the x axis represents the time and where the y axis represents the pitch. Sometimes the

y axis can be used to represent different instruments, as it is the case with percussion.

An example of a piano roll representation is shown in Figure 10.

Figure 10: The piano roll representation of a virtual instrument inside Cubase

3Like when they are presented in the sequencer of a DAW
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The piano roll representation takes its name from the old pianolas that could play

songs based on a roll of paper or other material. As the roll was turned, each of

the protrusions in it caused a note to be played. As time passed, the song would be

reproduced as if a human was playing the pianola.

This piano roll representation, commonly used in DAWs, can be seen as a binary

image. A 1 in this binary image represents a specific pitch sounding at a specific and

discrete time. A -1 represents the silence of a specific pitch at a specific and discrete

time. Still, it must be noted that a piano roll representation is not strictly equal to a

binary image. A piano roll representation clearly shows that a note must be sustained

while in a binary image, this is implied when two 1s are found next to each other.

Depending on the resolution of the binary image, a composition could be affected if

represented as a binary image.

MIDI files store the symbolic representation of a composition in their NoteOn and

NoteOff events. These events store the pitch of a note and the time in which the note

must sound. Thanks to these events, it is possible to represent the composition stored

in a MIDI file in piano roll and thus in a binary image format.

Since it is possible to represent a composition as a binary image, it is possible for

an AM to learn the pattern that represents such composition. Still, AMs are mainly

used for image reconstruction. How can AMs be used to create a different composition?

The answer to this comes from the fact that AMs cannot always reconstruct patterns

successfully.

This thesis is most interested in pattern reconstruction failure. Assume an AM is

trained using the images found in the left and right parts of Figure 11, a number seven

and six respectively. When an erroneous reconstruction happens, some characteristics

of each of the training patterns remain in the outcome. The result is displayed in the

center image of Figure 11, which results in a mixture of a seven and a six.
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Figure 11: Three binary images that exemplify the behavior of a reconstruction failure
in an Associative Memory

This behavior is the basis of this thesis and represents the basic principle in which

the method developed here is based upon. From this point onwards, this principle will

be referred to as sloppy reconstruction so as to be more effective in the communication

of ideas.

Instead of using AMs for their intended purpose, it is wished that they fail to

reconstruct a pattern. Nevertheless, promoting a reconstruction failure is not always

easy and sometimes impossible if very few patterns are to be stored. This is due to the

storage capacity of AMs.

The minimum number of patterns needed for sloppy reconstruction are two. If

the AM were to have only one pattern it would always reconstruct it. As explained

in subsection 2.5, AMs have a couple of equations that define their storage capacities.

Based on the equations exposed in subsection 2.5, if the dimension of the input patterns

is not incredibly tiny, there is no hope for AMs to not reconstruct the input when only

two patterns are used to train the network.

This situation has two possible solutions:

1. Gather enough patterns to guarantee that sloppy reconstruction will occur at

some point

2. Modify the AMs basic procedure so that the network does not reconstruct the

input fully

This thesis has opted for the second option. In the next subsection, it will be explained

how to modify the procedure of AMs and use them to solve the AC problem. The first

option will be discussed in section 5.
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3.2 Solution Proposal

When the input pattern vector is multiplied by the weight matrix of an AM, the output

is one step closer to being one of the patterns with which the network was trained.

Therefore, if it is wished for the input not to be reconstructed, the amount of times it is

multiplied by the weight matrix should be minimized. The minimum amonut of times

it is possible to modify the input and still get some of the characteristics of the training

vectors is one. Therefore, it is proposed to transform the input only once. This gives

as a result a simpler procedure, shown in Figure 12. This new procedure is very similar

to the normal procedure for AMs, only that this time there is no loop.

Figure 12: The proposed change to the basic procedure of AMs

Please notice that now the training patterns are not just binary images, but binary

images that represent a composition or motif. This way, the system may find a com-

position with similar characteristics to the motifs thanks to sloppy reconstruction. It

is also proposed to use a randomly generated composition or motif instead of a noisy

binary image. Thanks to the survey, which is described in depth in section 4, it was

concluded that a randomly generated input is the most convenient and reasonable input

for the AM. The characteristics of what is given to the AM as input is not of extreme

importance, because the AM will transform it according to the characteristics of the

training patterns anyway.

However, even after this change, it is still not guaranteed that the AM will not be

able to reconstruct the input fully after only one single iteration. After all, if the input

closely resembles one of the training patterns very few adjustments must be made to
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make them identical. This can be fixed somewhat by applying a simple loop.

Since the procedure is computationally inexpensive4, it is possible to repeat the last

step using the input once more. After this step, it is possible to compare the result

with the training patterns. Ultimately, what is wished is for the result to be somewhat

different to all the training patterns. This ensures that the result is novel. Also, it is

wished for the result not to be completely divergent from the training patterns. This

ensures that the result somewhat resembles the training patterns. Now the procedure

would be as displayed in Figure 13.

Figure 13: An improvement over the proposed change to the basic procedure of AMs

Notice the difference with the original procedure for AMs. Although there is a loop

once more, it is not seeking the same objective and what is multiplied by the weight

matrix is different. Here, after transforming the noisy image by multiplying the input

by the weight matrix only once, the output is compared with the training patterns. If

the output is sufficiently different and sufficiently similar to the training patterns, then

it is accepted. Otherwise, the input is transformed using the weight matrix once more.

Observe that if it were the original procedure for AMs, then the previous output would

be used as new input for the weight matrix multiplication.

It is crucial for the input pattern to be randomly generated every time. This pro-

pitiates the AM to have a better chance at achieving sloppy reconstruction. If the

input were to be the same every time, the output would be the same. In other words,

4Once the weight matrix is built, transforming the input requires very few dot product operations,
especially compared to other ANNs
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this method is deterministic. This is mainly due to the fact that vector and matrix

multiplication is deterministic and this is what is used to transform the input.

When generating music through algorithmic means, a distinction can be made on the

approach taken. The approach can be either generative or transformative. A generative

approach would imply the simple click of a button for the system to generate a musical

piece. A transformative approach would be to feed an already existing music piece into

the system and ask it to modify the piece until something completely new is obtained.

The solution proposed here has a transformative approach. This approach has the

potential advantage of giving the user the capacity of driving the result by determining

the characteristics of the training patterns fed into the system. Such a system represents

a hybrid solution between human and machine composition.

This subsection has avoided explaining concepts and procedures in terms of MIDI

events. MIDI events are still a particularity of the implementation. This method can

and actually was implemented first by employing a binary format when preparing the

results for the survey mentioned previously. A composition must first be expressed as

a binary image/array and the method will output another binary image/array. The

specifics of how to implement this method will be shown in the next subsection.

3.3 Solution Implementation

This subsection, will explain how the previously devised method for solving the AC

problem using AMs was implemented in a real system. At first, a simple python script

that implemented the method was developed. This script relied on the famous numpy

package (abbreviated np in the code) for the matrix and vector operations. The training

pattern and input vector values were read from text files. Throughout this script some

variables and constants were used, namely:

� M = 9; the number of rows in the binary image/piano roll representation.

� N = 16; the number of columns in the binary image/piano roll representation.

� SR = 0.7; the silence rate, how probable it is that a note in the binary image/piano

roll representation will be a silence.
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� LOWER DIFF LIMIT = (int)((M * N) * 0.05); the value that establishes at least

how many notes need to be different to accept the output.

� UPPER DIFF LIMIT = (int)((M * N) * 0.70); the value that establishes at most

how many notes can be different to accept the output.

The number of rows and columns of the binary image were somewhat arbitrary.

The numbers were taken from the number of rows and columns in a forked project

of the Neural Drum Machine [21]. Neural Drum Machine is a Pen5 created by Tero

Parviainen, a software developer in music, media, design, and the arts. In this Pen,

users can design the beginning of a rhythm in a percussive piano roll representation.

The Pen could later ”infer” the remainder of the rhythm based on some parameters set

by the user. The Neural Drum Machine can be seen in Figure 14. The inner workings

of the Neural Drum Machine fall outside the scope of this thesis and instead is only

used to design the training patterns and test the output of the method here exposed.

Figure 14: Neural Drum Machine in CodePen, created by Tero Parviainen, source [21]

The script also uses some user-created functions, namely:

� get random input(n, sr); generates a random binary image of size n given a silence

rate rn.

5A Pen is a small piece of code that can run in a web browser and that is hosted in the website
named CodePen
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� pretty print np array(arr, m, n); prints an nparray in a square of m times n.

� calculate binary difference(u, v); calculates the number of notes that differ in the

piano roll representation of two vectors. It could also be possible to calculate the

difference using the mean squared error. This however can be handled in future

work.

� v bipolar step(n); vectorized function of the bipolar step function, the activation

function. It is important for the function to be vectorized so it can be easily

applied to all elements of a vector/nparray. The bipolar step is very simple, given

a number n returns 1 if n is greater or equal to 0, otherwise returns -1. The

bipolar step was chosen because it is monotonically increasing and deals only in

values of 1 and -1, perfect for an AM.

The script created follows the naming conventions of the formula for calculating the

weight matrix exposed in subsection 2.5. This code of the script is as follows.

Script 1: associative-memory-mixer.py

1 z = np . l oadtx t ( ” t ra in ing=pat t e rns . txt ” , dtype=’ i n t ’ , d e l im i t e r=’ , ’ )

2

3 p = len ( z ) # the number of patterns (2)

4 n = len ( z [ 0 ] ) # the number of elements of each pattern (also equal to M times N)

5

6 i i = np . dot (np . i d e n t i t y (n) , p / n) # what to subtract in order to get 0s in the diagonal

7

8 w = np . outer ( z [ 0 ] , z [ 0 ] .T)

9 for i in range (1 , len ( z ) ) :

10 w += np . outer ( z [ 1 ] , z [ 1 ] .T)

11 w = np . dot (w, 1 / n)

12 w = w = i i

13 print (w) # present the weight matrix

14

15 while True :

16 x = get random input (M * N, SR)

17 p r e t t y p r i n t np a r r ay (x , M, N)

18 u = np . dot (x , w)

19 r e s u l t = v b i p o l a r s t e p (u)

20 d i f f 1 = c a l c u l a t e b i n a r y d i f f e r e n c e ( z [ 0 ] , r e s u l t )

21 d i f f 2 = c a l c u l a t e b i n a r y d i f f e r e n c e ( z [ 1 ] , r e s u l t )

22 i = i + 1

23 i f LOWER DIFF LIMIT < d i f f 1 and d i f f 1 < UPPER DIFF LIMIT and LOWER DIFF LIMIT <

d i f f 2 and d i f f 2 < UPPER DIFF LIMIT :
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24 break

25

26 print ( ”RESULT: ” )

27 p r e t t y p r i n t np a r r ay ( r e su l t , M, N)

As it can be appreciated, lines 1 to 13 calculate the weight matrix based on the

training pattern vectors read from text files. The formula displayed in subsection 2.5 is

followed. Finally, lines 15 onwards perform the transformation of a randomly generated

input. At the end of the loop, if the output is sufficiently different but not extremely

different, it is accepted. Else, the loop repeats itself and a new randomly generated

input is transformed by multiplying it by the weight matrix once.

The training patterns6 are written as lists of ones (1) and minus ones (-1) separated

by a comma. For example 1,-1,-1,-1,1,-1,. . . . Each line in the file training-patterns.txt

represents a training pattern. The output of the program will also be a list of ones

and minus ones separated by a comma. This output will be of the same length as the

training patterns (M × N) and can be mapped to a piano roll representation, in this

case, the Neural Drum Machine. In order to have a better looking structure, one can

represent the minus ones as zeroes (0) at this point. In Figure 15, the mapping process

is shown.

Figure 15: How the output of the program maps to a composition in the Neural Drum
Machine. Ones (1) correspond to a note or instrument sounding at a given time. Three
mappings are indicated with red arrows. The minus ones (-1) are replaced by zeroes
(0)

6That is, the binary images that represent the motifs that are wished to be learned by the AM
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As a means to evaluate this general method, a survey was carried out in order to

quantify how much the general public liked the result. More of this survey will be

explained in section 4. Thanks to the positive results from this survey, it was verified

that AMs could indeed represent an acceptable solution to the AC problem. Because

the survey results were positive, the creation of a VST plugin that implemented this

method using MIDI files instead of binary input ensued.

Recall that music appreciation is the final objective of music composition. Music

appreciation is subjective and different for everyone. Confirming that at least some

people can enjoy the results produced by the method, affirms that AMs can indeed

produce acceptable results. The reader is also encouraged to navigate to subsection 4.1

in order to listen to the results. There, hyperlinks to websites hosting the resulting

compositions are given.

The VST plugin was created using HALion and HALion Script. Since HALion is

not a very common tool, several aspects of it had to be learned before being able to

develop the final VST plugin. These aspects will be expalaned now, before proceeding

to explain the specifics of the new procedure.

As mentioned in subsection 2.4, HALion’s graphical user interface can be configured

and changed to show different components of HALion. The extensive list of all those

components are: Slot Rack, MIDI, Program Table, Program Tree, Sound Editor, Zone

Editor, MIDI Modules, Mixer, Sample Editor, Wavetable Editor, MediaBay, Keyboard,

Quick Controls, Trigger Pads, Macro, Options, Undo History, Browser, Macro Page

Designer, Library Creator, Parameter List, Automation, MIDI CC, Tagging. However,

only the following components were used:

� Program Table - for loading the virtual instrument into HALion and be able to

modify it

� Program Tree - for including a MIDI module inside the virtual instrument. MIDI

modules hold the HALionScript scripts

� MIDI Modules - for accessing the HALionScript scripts inside the MIDI module

of the virtual instrument

� Parameter List - for passing values from the GUI to the HALionScript scripts
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� Macro Page Designer for designing the GUI of the virtual instrument

� Macro Page - for dispalying the GUI of the virtual instrument

� Library Creator - for generating the .vstsound file that will allow other users to

install the virtual instrument into HALion Sonic SE 3

The first step towards creating the VST plugin was being able to run HALionScript

scripts. First, a simple structure for the virtual instrument is required. This structure

is shown in Figure 16. As it can be seen, four elements compose the virtual instrument:

Lua Script, Layer 1, Zone 1 and Program Bus. The Lua Script element is a MIDI

Module that can contain HALionScript scripts. Layer 1 is analogous to a folder used

to group other elements inside the virtual instrument. Zone 1 is a synthesizer that

produces a sound. Zone 1 was added in order to avoid possible problems when creating

the .vstsound file that is used to install the virtual instrument for other users. Finally,

Program Bus is an element added by default for all virtual instruments.

Figure 16: A basic program structure that can accommodate HALionScript scripts

By using Steinberg’s freely available web documentation, it was found that in or-

der to use HALionScript scripts, a MIDI module is required. It was also found that

to include a MIDI module (named Lua Script in Figure 16), one must click on the

MIDI icon found in the toolbar at the top. Then one must select the option called Lua

Script. This will add a MIDI module that can contain HALionScript scripts. This pro-

cedure is shown in Figure 17. Remember that all this happens inside the Program Tree

component of HALion, since it has to do with the structure of the virtual instrument.
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Figure 17: How to add a MIDI module that can contain HALionScript scripts. The
icon and the option are encircled in red

After including a MIDI module, one must use the MIDI Modules HALion component

in order to provide a script. Inside the MIDI Modules HALion component one can create

a new script by clicking on a file icon. Alternatively (and arguably a better approach),

a user can indicate the path to a HALionScript file. Either way, HALion allows to edit

the script by clicking on an edit icon. Remember that a HALionScript file is in reality

a Lua file and for that reason it should have the .lua file extension.

Figure 18: The MIDI Modules component inside HALion with its most important
elements encircled in red

If one wishes to use multiple HALionScript scripts in the virtual instrument, one

must also specify the paths to those other scripts. Otherwise, when creating the library

(.vstsound file), there will be an error because the instrument will not contain these

additional scripts. These other paths are hidden by default and to show them one must

click on the Dependent Files Toggle icon. All these components are highlighted and
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shown in Figure 18.

In order to access the functions developed in other files, simply use the command

require(‘dependent-file’). After this line (which should be at the top of the script), one

can use all the functions contained inside ‘dependent-file.lua’. Notice that one must not

write the file extension when using the require function. Whilst developing the scripts,

it is very important that the main script and its dependent files are all in the same

folder to avoid problems.

Developing the scripts and the GUI of the virtual instrument was not easy. In order

to pass arguments to the scripts many hours of research had to be invested. In the end

it was found that the way to do this was by declaring what HALion denominates as

parameters in the script. Once the parameters have been declared in the script, these

“variables” will appear in the Parameter List component of the MIDI Module. Then,

this parameters must be associated with the value attribute of a corresponding GUI

element by dragging and dropping the parameter. For example, in order for the Path

Browser GUI element to pass the value of where a MIDI file is located to the script,

one must drag and drop it as shown in Figure 19.

Figure 19: How to connect scripts parameters with GUI elements and how to insert
GUI elements into the Macro Page of the virtual instrument
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After the scripts have been developed, the next issue is how to create an installation

file or library that other users can install and use. Once more, after diving into Stein-

berg’s web documentation, a simple tutorial was found. Said tutorial indicated that the

virtual instrument had to be exported from the Program Tree component. This can be

done by right clicking the top level element of the virtual instrument and then selecting

Import/Export ¿ Export Program as HALion Sonic SE Layer Preset. . . . This is shown

in Figure 20. This will prompt the user to select a place to store a .vstpreset file. These

types of files contain all the inofrmation of the virtual instrument, but cannot install it

for other users like .vstsound files do.

Figure 20: The procedure for creating a .vstpreset file that contains the elements of the
virtual instrument

Since the .vstpreset file contains all the information of the virtual instrument, it is

possible to drag and drop the file into a slot in the Program Table to load the instrument.

This is shown in Figure 21. However, note that although the virtual instrument will be

loaded into the Program Table one must still double-click it to activate it.
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Figure 21: Loading a saved virtual instrument by dragging and droping its .vstpreset
file into the Program Table

Once the virtual instrument/plugin has been developed and tested one can proceed

to build the .vstsound file. To do this, open the Library Creator component and fill all

the required information (indicated by an asterisk). Then, simply drag and drop the

.vstpreset file into the “Content” section of the Library Creator component. Finally,

click the build icon at the top. All these steps are highlighted in Figure 22.

Figure 22: The process of how to create the .vstsound file that can install the virtual
instrument in other users’s machines
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The information filled in the Library Creator component can be saved in a .library

file. This file can be indicated using the file path at the top. After pressing the build

icon, if there were no critical errors, the .vstsound will appear in the same folder as the

.library file.

Now, the specific procedure for the VST plugin will be explicated. The implemen-

tation of the VST plugin is different from the Python script one because it must deal

with MIDI file events instead of binary images directly. This implies more preprocess-

ing work. For instance, MIDI files must be processed before the motifs can be used to

construct the weight matrix. Furthermore, HALion Script does not provide functions

to deal with matrix operations such as the outer product or the dot product. Therefore,

these functions had to be implemented using Lua tables, if statements and for loops in

a separate file designated as utils.lua.

So as to be effective in communicating the procedure of the plugin, the steps will

be outlined in the form of a list. Before beginning, it must be noted that the plugin

expects some parameters from the user. These parameters are:

Upper Diff. Percentage - indicates the upper difference limit in a percentage.

This is used when evaluating the similarity of the result with the training patterns.

Lower Diff. Percentage - indicates the lower difference limit in a percentage.

Also used when evaluating the similarity of the result with the training patterns.

Number of Attempts - denotes the number of times that the plugin must attempt

to create a new motif that complies with the upper and lower limits. If this parameter

did not exist, the plugin could find itself in an indefinitely long loop, since there is no

guarantee that a new motif that complies with the upper and lower limits can always be

created. If such a loop were to happen, HALion would time out the plugin and there

would be an error.

Silence Rate - like the previous methodology, it establishes the probability that any

note will be a silence when creating a randomly generated input for the AM. This value

is given as a percentage.

PPQ Position Limit - PPQ stands for Pulses Per Quarter note. This parameter

determines how far into the MIDI will the plugin take events into account. For instance,

if the PPQ Position Limit is set to 8, the plugin will only consider MIDI events that
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finish up to the eighth quarter note/pulse. This parameter is important because although

the operations performed by AMs are not computationally expensive, HALion is not an

environment particularly designed to host such computation. If entire MIDI files were

to be considered, they could cause the plugin to time-out, producing an error.

Also before beginning with the procedure, a couple of constants must be defined in

the script. These constants are the number of patterns p (set to 2) and the magnification

factor (set to 1). The magnification factor is a constant that was intended to be used

so as to reduce the problems that arise when changing a piano roll representation into

a binary image representation. This magnification factor can also be thought of as

the resolution of the binary image. When the resolution is greater, the matrix that

represents the binary image is bigger.

If the magnification factor is equal to four, then each quarter note in the midi file will

be equal to four 1s in a row of the binary image matrix. Once the AM has finished its

operations, every four values can be converted to a single quarter note in the resulting

MIDI file. However, when testing the plugin, it was found that magnification factors of

numbers even as low as 4 could dramatically increase the time required for the plugin

to create a new motif. For this reason, the magnification factor has been left with a

value of 1. Future work may improve upon this.

As a final note, MIDI events must be transformed into input vectors but these events

are better represented in a piano roll/matrix/binary image. The VST handles these

piano roll representations as vectors directly and not matrices. Otherwise, conversions

between matrix and vector are required. However, these conversions are unnecessary

since it is always possible to transform a vector index into a pair of matrix indices given

a number of rows and columns. Assuming a matrix of m rows and n columns (or i

and j respectively) and a vector/array with index x, the following formulas can convert

between them depending on the base of the indices.

� 0-based Index Vector to Matrix: i = bx/nc; j = x%n

� 0-based Index Matrix to Vector: x = i · n + j

� 1-based Index Vector to Matrix: i = dx/ne; j = (x− 1)%n + 1

� 1-based Index Matrix to Vector: x = (i− 1) · n + (j − 1) + 1
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Next, the general procedure followed by the VST plugin will be explained in the form

of a list. This list intends to give the general steps, but to understand the procedure

fully, it is better to look at the Lua script directly. A link to the code will be given in

section 5. Said code is commented in most lines with a brief explanation of each. The

general instructions for mixing two motifs inside MIDI files using AMs are as follows.

1. Pre-process MIDI file A

(a) Read the MIDI file A (obtain the array of events)

(b) Find the first MIDI track that contains events. If there are no events in any

track, abort the operation and inform the user

(c) Sort the events (to ensure that the following steps will work correctly)

(d) Loop through the NoteOffEvents and keep track of the following

i. The lowest note

ii. The highest note (difference between this and the lowest note will be

then number of rows)

iii. The greatest PPQPosition value (multiplied by the magnification factor

will be the number of columns)

2. Pre-process MIDI file B

(a) Perform the same steps for preprocessing MIDI file A but for MIDI flie B

3. Prepare for Z Vectors

(a) Obtain the following variables

� absolute lowest note = math.min(midi a lowest note, midi b lowest note)

� absolute highest note = math.max(midi a highest note, midi b highest note)

� absolute largest ppqposition = math.max(midi a largest ppqposition,

midi a largest ppqposition)

(b) Create a table (array) full of -1s with size (m times n) for each of the MIDI

files
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� m = absolute highest note - absolute lowest note + 1 (+ 1 because Lua

tables are 1-based)

� n = absolute largest ppqposition * magnification factor + 1 (+ 1 in order

to avoid incorrectly filling binary image)

(c) Establish the limits for the acceptable number of notes

� lower diff limit = math.floor((m * n) * lower diff percentage)

� upper diff limit = math.floor((m * n) * upper diff percentage)

4. Fill za (vector of notes A)

(a) Iterate through all the NoteOnEvents in the MIDI sequence A

(b) For every NoteOnEvent, search starting from the index of the just found

NoteOnEvent looking for the closest NoteOffEvent that corresponds to the

same MIDI Note Value.

(c) Fill za with 1s on the row that corresponds to the current MIDI note from

the PPQPosition of the NoteOnEvent until the PPQPOsition of the Note-

OffEvent. Notice that it is possible to perform these operations on while za

is in its vector form because it is possible to convert the indices of a matrix

into the index of a vector.

5. Fill zb (vector of notes B)

(a) Perform the same steps done with za but for zb

6. Obtain ii (Like in the previous Python script)

7. Prepare Matrix W (Like in the previous Python script)

8. Obtain Variation Given Random Input (Like in the previous Python script)

9. Transform Variation Result into MIDI File

(a) Create a new MIDI sequence table

(b) Loop through the result vector from the previous step.

When encountering a 1. . .
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i. Transform vector index to matrix indices (using 1-based array arith-

metic). This gives the matrix indices i and j from vector index.

ii. Add a NoteOn event witch pitch equal to absolute highest note - (i - 1)

on ppqPosition j

iii. Loop and skip until a -1 is found or it is the last column of matrix

iv. Add a NoteOff event with pitch equal to absolute highest note - (i - 1) on

the following ppqPosition. If there is a note in the last position/column,

put the NoteOff event one PPQPosition after it. Else just use the

column position.

v. Insert the events in the MIDI sequence table

(c) Sort the events to avoid incoherently writing the MIDI file. There exists a

convenience method for this available in HALion Script.

(d) Write the result in a MIDI file. There exists a convenience method for this

available in HALion Script.

This VST plugin is intended to be a generalization of the previous Python script.

The Python script was meant to work only with rhythms, but there is nothing that

stops it from working with melodies too. The VST plugin yielded considerably good

results even when not dealing with rhythm only. More about the Python script and

VST plugin results will be discussed in section 4.

In order to use the plugin, a composer should download and install HALion Sonic

SE 3 in order to run the VST plugin. Also, the composer should have access to a

commercial DAW that can edit MIDI information, like Cubase. Finally, the composer

must install the VST plugin by double-clicking on the file called associative-memory-

mixer.vstsound. This file can be downloaded from a repository, whose link can be

obtained in section 5 of this document. When clicking the file, the VST plugin will be

installed by Steinberg Library Manager, a program that should have been installed au-

tomatically when installing HALion Sonic SE 3. After this, the plugin will be available

for selection as a virtual instrument inside HALion Sonic SE 3 as shown in Figure 23.
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Figure 23: The Associative Memory Mixer plugin available inside HALion Sonic SE 3
after installing it through Steinberg Library Manager. Both the virtual instrument and
the filter options for finding it are highlighted by a red oval

Once these prerequisites have been fulfilled, the composer should follow the next

steps in order to obtain a motif that can seed the composition process:

1. Select two motifs. Any motif can be selected, for example, Harry Potter’s

theme and Star War’s theme.

2. Obtain the MIDI files that play the selected motifs and place them in

a folder that can be accessed quickly. These files can be downloaded from

the internet, though it is better if they are created by the composer himself with
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the help of the DAW. This is mainly because this way, the composer can ensure

that the MIDI files only contain the motifs and nothing else. Alternatively, the

composer could use other motifs previously created by him in other compositions.

3. Make a copy of one of the motifs and rename it to result.mid or another

name. This MIDI file will store the resulting new motif.

4. Open HALion Sonic SE 3 and load the Associative Memory Mixer.

5. Indicate the paths to the two selected motifs and to the MIDI file that

will store the new motif.

6. Press any piano key inside HALion Sonic SE 3. This will cause the plugin

to read the previous files and write the new motif in the third MIDI file.

7. Listen to the resulting motif.

8. If the resulting motif is exactly the same or too similar to one of the

two original motifs, repeat from step 6. It may happen that the plugin

stops working after a couple of executions. If that is the case, simply reload the

Associative Memory Mixer instrument and repeat from step 5. It must be noted

that once the path to the resulting MIDI file has been specified, one can delete

the file and the plugin will create it once more after the plugin execution.

The procedure is illustrated in Figure 24 with an informal flowchart diagram.
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Figure 24: An informal flowchart diagram of the steps for using the VST plugin

Once a new and original motif is obtained, the general steps for creating a compo-

sition discussed in section 1 can be followed. Also, since the composer has access to a

DAW, he can modify the resulting motif slightly in case it is necessary. This could be

because perhaps the resulting motif only has a couple of haphazard notes at the very

end.

The final part of the implementation is the plugin user interface. In HALion, the

user interface of virtual instruments are called Macro Pages. HALion provides the

necessary software elements to construct a Macro Page. The VST plugin developed

here can be considered a virtual instrument too and thus a Macro Page was designed

for it. The Macro Page of this plugin is shown in Figure 25.
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Figure 25: The user interface of the developed VST plugin

As it can be appreciated, the paths to three MIDI files must be indicated. This can

be done by clicking on the folder icons to the left of the paths. Doing this will open up

a file chooser dialog where the user will be able to select a MIDI file.

The first two paths are for MIDI file A and MIDI file B, the inputs for the VST

plugin. The last path indicates the MIDI file where the result of the procedure will be

written. A path for the resulting MIDI file is required because otherwise, the resulting

path must be hardcoded into the plugin. If this is the case, some path like C:\results

should be employed. However, this would lock the plugin to work only with a Windows

OS because of the difference in which other OSs name their drives. Thanks to these

paths, the plugin can read the information from the MIDI files and write its results.

The solution (both the VST plugin and the first version of the method) will now also

be referred as the Associative Memory Mixer (AMM).

The user interface was also endowed with five knobs that change the behavior of

the AM when mixing. These knobs correspond to the parameters explained earlier.

Although they are all knobs, their values are not always decimal. For example, the

PPQ Position Limit knob increments itself in steps of 8 between values of 8 and 32.

Other knobs, such as the Silence Rate go in steps of 0.01 between values of 0.0 and

1.0. These knobs start in a predetermined position when the VST plugin is loaded

into HALion/HALion Sonic/HALion Sonic SE. These positions are the ones suggested
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after having tested the method with different values. Finally, it must be noted that

in order to start the mixing procedure, the user is expected to press any key inside

HALion/HALion Sonic/HALion Sonic SE after having pointed the three MIDI paths.

After installing the plugin, the AMM Mixer virtual instrument can be found inside

HALion Sonic SE 3. More information about how to install the plugin will be given

in section 5. Once the instrument is loaded, its macro page/user interface can be seen

under the Edit tab. The plugin can be seen working inside HALion Sonic SE 3, where

the resulting file result.mid appeared after indicating two MIDI files and pressing any

piano key inside HALion Sonic SE 3. An important note is that the resulting MIDI file

will be overwritten once the mixing takes place.

Figure 26: The VST plugin working insde HALion Sonic SE 3

The user interface of the plugin contains various knobs for a reason. The user may

choose to modify these knobs from their default positions. However, doing so may cause

the plugin to find new motifs less often or not at all. For example, setting the difference

percentages too close together (like in 40% and 60% for the lower and upper difference

limits respectively) would cause the plugin to always use all the number of attempts

set by the other knob. This would take more time and the plugin would probably not

find a new motif.

Nevertheless, other settings may be more appropriate given a certain circumstance.
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For example, reducing the maximum number of attempts may be done in case the

user notices that the plugin is working slowly. By reducing the number of attempts,

the plugin would perform less operations when running and thus reduce the execution

time. This setting may also be used if the user knows that the PPQ position limit is

very high and there is a high variance in the pitch range of the input MIDI files. An

example of this setting can be seen in Figure 27.

Figure 27: The VST plugin set to attempt to find a new motif with a maximum of 2
times

A setting that contrasts with the previous one can be seen in Figure 28. This setting

may be used if the user notices that the plugin is working fairly well and more processing

time may be used in order to guarantee good results. In this setting the PPQ Position

Limit knob is set to 24 and the number of attempts has been set to 4.
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Figure 28: The VST plugin set to have a PPQ Position Limit of 24 using 4 attempts
to find a new motif

In this section, the solution implementation was explicated beginning with the

sloppy reconstruction principle and finishing with the procedure found inside the VST

plugin. The details necessary to understand the procedure were disclosed beforehand

so as to better prepare the reader. The graphical interface of the VST plugin was also

shown and its elements were explained and justified. These topics have targeted the

general and particular objectives directly. It was shown that an algorithm that uses

AMs to solve the AC problem albeit partially can indeed be devised. On the following

chapter, the results, tests and evaluations performed on this solution will be described.

4 Results and Evaluation

This section will first discuss the results obtained from the implementation of the first

Python script regarding rhythm and then the VST plugin implementation. A link

to a web page where the reader may listen to the results will be given, as well as a

brief explanation of the webpage that hosts the results. After discussing the results,

the evaluations carried out on them will be explained and disclosed. Finally, a brief

comment about the relationship between the results and the objectives of this work will

be delivered.
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4.1 Results

The results of the VST plugin and the rhythms used to carry out the survey can all be

found by visiting the author of this thesis’ SoundCloud account. To do that, use the

following link for convenience:

https://soundcloud.com/marco-cardenas-632722197

When using the link above, the reader will find himself in the author’s SoundCloud

profile main page. This main page is shown in Figure 29. Here, the reader will find

all the songs and clips that the author has uploaded to his SoundCloud account. The

reader may find all the composition results related to this thesis here.

Figure 29: The author of this thesis’ SoundCloud profile main page, where all of his
uploads can be found

Although the reader may find all the compositions that the author has uploaded

to the web in his profile’s main page, it is recommended that the reader navigates to

the playlist tab. The reader can do this by clicking on the playlists word indicated in

https://soundcloud.com/marco-cardenas-632722197
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Figure 29 with a red oval. Once this has been done, the reader will find two playlists

specially created to accompany this thesis:

1. Associative Memory Mixer VST Plugin Creations - contains the best compositions

created with the VST plugin

2. Associative Memory Mixer Survey Rhythms - contains the rhythms (training,

input and output) used to carry out the survey that will be described in subsec-

tion 4.2.

Once in the playlists tab, the reader can quickly listen to the results just by clicking

the name of the track/song he wishes to listen. The reader may also click on the playlist

name to get a description of the playlist. The playlist tab view is shown in Figure 30.

Figure 30: The author of this thesis’ SoundCloud profile playlists page, where playlists
containing the results of the survey and the VST plugin can be found

Now some comments about the general results of the AMM will be given. After

listening to the resulting compositions, the following observations can be noted:



63

� The AMM cannot abstract high level constructs like harmony. All harmonic

elements that are found in the results are not managed directly by the AMM.

� The AMM (be it in the VST plugin format or rhythm only) can produce accept-

able results. However, this is not always the case, as sometimes the results may be

unsatisfactory. Running the AMM once more may yield acceptable results. Still,

if the inputs are too similar, the AMM may never be able to find an acceptable

result.

� The AMM is not capable of effectively working with long sequences. Although

AMM uses an AM and an AM is a RNN, AMM treats a composition as a binary

image instead of working with the composition directly. When the binary image

gets very big (the sequence is very long), weight matrix W will become even

bigger.

� Because of the points from above, the AMM can be expected to work best with

rhythms. It should be mentioned that the VST plugin requires no modification,

since the MIDI file format supports percussive instruments. Thus, the generalized

form of the method implemented in the VST plugin will work well.

4.2 Evaluation

The evaluations are now presented as they were performed in chronological order and

are as follows:

1. A survey on the results from the Python script experiment

2. A verification on the functionality of the VST plugin

3. Varying the plugin parameters to obtain different results

In order to corroborate that AMs could indeed represent an acceptable solution to

the AC problem, a survey was carried out using Google Forms. It must be remembered

that there exist no completely objective way to measure the quality of a composition.

The intention of conducting such a survey is to alleviate the subjective nature of the

results, given that music appreciation varies for all persons.



64

This survey consisted in 14 questions answered by 30 persons of different musical

backgrounds. The final purpose of music is for all people to listen and enjoy. Because of

this, it was sought that some participants had experience playing musical instruments

and know about music while others not.

The experiment was devised in the following way. Two 16-beat rhythms (a16 and

b16) were designed by the experimenter using the Neural Drum Machine. These

rhythms were not generated by the Neural Drum Machine, instead they were man-

ually arranged in the grid. The rhythms are 16-beats, meaning that its binary image

representation/matrix will have 16 columns. Although subjectively at first, these initial

rhythms sounded fine to the liking of the experimenter. These rhythms were used as

training patterns for the AM.

Since this was the first experiment, a couple of different inputs were tested to see

the differences they would produce in the output. In total three different inputs were

tested:

1. A randomly generated input (random)

2. An input whose first half was that of a16 and whose second half was that of b16

(halves input or ab16 for short)

3. A completely new rhythm created just like a16 or b16 (user selected)

From the three inputs (random, halves and user selected), two different new rhythms

could be obtained. The user selected input and the random input gave the same result

(random mix). The halves mix gave the other one (halves mix).

Right after listening to the results and briefly looking at them, the experimenter

judged the halves mix not as good as the random mix. This was mainly because the

halves mix only appended the last part of a16 to b16. Nevertheless, both results seemed

promising enough to conduct the survey. The 14 questions asked to the participants

were the following:

1. What is your name?

2. What is your major (what do you study)?

3. Do you play an instrument?
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4. How much do you know about music? (Nothing, A bit, A lot)

5. From 1 to 10 how much do you like rhythm 1?

6. Overall, do you like rhythm 1?

7. From 1 to 10 how much do you like rhythm 2?

8. Overall, do you like rhythm 2?

9. From 1 to 10 how much do you like the resulting rhythm (random-mix)?

10. Overall do you like the resulting rhythm (random-mix)?

11. Would you say that the resulting rhythm (random-mix) is ”in the middle” of the

other two rhythms i.e. does it give you a mix of what the other two made you

feel separately? (Yes/No)

12. From 1 to 10 how much do you like the resulting rhythm (halves-mix)?

13. Overall do you like the resulting rhythm (halves-mix)?

14. Would you say that the resulting rhythm (halves-mix) is ”in the middle” of the

other two rhythms i.e. does it give you a mix of what the other two made you

feel separately?

The first four questions were used only to identify the participants and know a bit

about their background. The next four questions helped have a sense of how much the

participants liked the training patterns/rhythms before being mixed. These results can

be seen from Figure 31 until Figure 34. As it can be appreciated, people really liked

the first training pattern (a16 aka. rhythm 1). However, the participants did not like

the second sample (b16 aka. rhythm 2) very much.
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Figure 31: Survey results about whether listeners liked input rhythm 1 in a scale from
1 to 10

Figure 32: Survey results about whether listeners liked input rhythm 1 overall
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Figure 33: Survey results about whether listeners liked input rhythm 2 in a scale from
1 to 10

Figure 34: Survey results about whether listeners liked input rhythm 2 overall

The last six questions are the most important, since they evaluated the results. The

plotted graphs of the participants’ answers can be seen from Figure 35 up to Figure 38.

The result that came from the random mix input (the same that came from the user

selected input) was very well received. The result coming from the halves mix input

was not as well accepted, but it was still more endorsed than rhythm 2.
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Figure 35: Survey results about what listeners think about the resulting rhythm
(random-mix) in a scale from 1 to 10

Figure 36: Survey results about what listeners think about the resulting rhythm
(random-mix) overall
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Figure 37: Survey results about what listeners think about the resulting rhythm (halves-
mix) in a scale from 1 to 10

Figure 38: Survey results about what listeners think about the resulting rhythm (halves-
mix) overall

An important question in the last set of six was whether the result portrayed similar

characteristics to those of the training patterns. Regarding the random mix result,

80% of the participants considered this to be the case. The halves mix result was

not so successful, still more than half of the participants deemed this result to have

considerable characteristics of the training patterns. These results are displayed in

Figure 39 and Figure 40.
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Figure 39: How many participants think that the resulting rhythm (random-mix) is
similar to the two input rhythms

Figure 40: How many participants think that the resulting rhythm (halves-mix) is
similar to the two input rhythms

When performing this survey, the participants were handed two documents which

can be found in Appendix B and Appendix C. The first document informed the partic-

ipants of the rights they possessed throughout the survey. The second document was

signed by all participants and in it they agreed to participate in the survey in exchange
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for a small candy as a sign of appreciation for their cooperation.

From this survey, a couple of observations were concluded. For instance, the AM

can solve the AC problem although partially. Additionally, using a randomly generated

input is a reasonable approach, given that it yielded the same result as the user selected

one.

After developing the VST plugin, it was tested using a couple of MIDI files. These

first MIDI files were selected by their simplicity. The selected MIDI files were the C

major scale and the song of storms, a simple tune coming from a videogame, performed

by the experimenter inside Cubase.

At first, when giving these files as input to the plugin, all of the operations were

printed out to the HALion console. Thanks to this, it could be verified that if the

binary image/piano roll representation is not given at least one more column, the pre-

sented algorithm would overflow its representation. If it happened that the last column

represented a note, this note would end up one row below the correct one.

The problem happened mostly because the result vector is looped in its vector form

instead of its matrix form. Nevertheless, by simply adding one more column to the

matrix representation, it is possible to avoid this problem alltogether. This must be

done the moment the n variable is calculated.

After correcting this issue, it was confirmed that the plugin was working correctly.

It was noticed that the result was different every time the plugin was run, although

the training patterns were the same. This is because the method uses a randomly

generated input for the AM every time. This represents another advantage for the use

of a randomly generated input compared to other types of input.

Furthermore, after using other MIDI files, it was noted that it is sometimes not

possible to generate a motif that satisfies the lower and upper difference limits. Because

of this, the a knob that indicated the maximum number of attempts was implemented.

This guarantees that the plugin will not time out so long as the MIDI inputs are not

very large.

When varying the plugin parameters to see changes in the results, a couple of

observations could be made. If the silence rate was too high or too low, the result

would flip its binary representation. In other words, the representation would seem fine
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if all the 1s were changed by -1s and viceversa. After trying multiple configurations, it

is recommended to use a silence rate of 70

The magnification factor constant was also tested using values greater than 1. How-

ever, a magnification factor of even 4 or more dramatically increased the time the plugin

took to finish its procedure. Using a magnification factor of greater values and finding

a solution so that it does not drastically affect the performance of the plugin is left as

future work. This issue with the magnifiaction factor begs the question: How big can

the input MIDIs be? This is determined by how big of a matrix can be handled inside

HALion and HALion Script. The hardware is the main factor that limits how big the

matrix can be built. However, even when passing this work to an asynchronous thread

inside HALion Script, if the operation takes too long, HALion Script will time out the

script.

In this section, the outcome from associative memory mixer has been evaluated.

A survey of 30 participants took place and the results were accepted overall. If the

parameters are set correctly, the VST plugin is capable of creating new coherent motifs

with the characteristics of the training patterns. With this, the objectives exposed in the

first section can be considered achieved. Next, the conclusive section will be disclosed,

where a discussion of the work done in this thesis will be provided. Recommendations

on the use of the plugin will also be given as well as comments on the future work for

this project.

5 Conclusions

AMs can solve the AC problem, albeit partially. It is surmised that they should be able

to solve it completely too, but not being very good at it. The method would simply have

to be fed complete MIDIs which would represent very horizontally stretched out binary

images. This would not be very good because the method does not know contemplate

rhythm, melody or harmony directly. Instead, these music elements are generated

indirectly through the image manipulation.

At first, it was not believed that this method could represent a feasible solution.

One must listen to the results to convince oneself that the procedure can produce some
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nice results. A good thing about AMs is that since their procedure and training is

deterministic and computationally inexpensive. Therefore, running the reconstruction

procedure multiple times can be afforded until a result that satisfies the requirements

is met. In this sense, the search is not very efficient, but certainly better than seaching

in absolute blindness like when generating a composition randomly or haphazardly.

In the previous sections, each and every one of the objectives has been addressed.

The main objective has been accomplished, since a method for combining two motifs

and producing a new one has been developed. This method can work with MIDI

files, reading the composition information from its events. Still, the method is not

tightly coupled with the MIDI standard. So long as the composition information can

be represented as a binary image, the method can work with that standard. This

method allows a composer to obtain new musical ideas from other motifs.

The particular objectives have also been met. The Python script that contained

the main method was written. This script worked only with binary image inputs and

outputs. The survey that evaluated the results of this script also took place. The

results from the survey suggest that the method is capable of creating motifs with

similar characteristics of the training patterns. A VST plugin was developed and the

method from the previous script was adapted in order to work with the MIDI standard.

Finally, a graphical user interface for the VST plugin was designed and implemented

too.

The work presented here did not intend to solve the AC problem completely. Instead,

a hybrid system that could take input from the composer (in the form of the selected

motifs to be used as training patterns) was sought after. The quality of the resulting

motifs, just like any other piece of music, is hard to measure. For that reason, this

thesis is content with having acceptable results that are somewhat enjoyable by human

ears. Still, some of the results obtained can be surprising given the simplicity of the

principle which governs the method.

The work presented here represents a contribution. This contribution can be divided

into a theoretical and a practical one. The main theoretical contribution of this work

is the principle of sloppy reconstruction. Sloppy reconstruction was the designation to

the idea that whenever a reconstruction task takes place, failing that task can result
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in an entity with similar characteristics to what was trying to be reconstructed. Of

course, sloppy reconstruction is just the suggested name for this idea so that is it more

convenient to refer to it.

In the case of AMs, sloppy reconstruction bases itself on the similarity of a binary

image. An interesting idea would be to find a way (either with another ANN or oth-

erwise) to calculate a similarity between two compositions that follows a more musical

approach instead of a graphical one. Perhaps, this could be done by performing an

analysis of the compositions based on rules or other form. Anyhow, sloppy reconstruc-

tion is not restricted to be used only with AMs. As long as there is a reconstruction

where multiple training patterns were involved, sloppy reconstruction should be able to

occur.

The practical contributions of this work are that of the Python script that handles

binary image input and output as well as the VST plugin (both as the plugin itself and

the HALion Script code). The Python script code is currently released on Github. Use

the following link to access this first version of the method described in the first part

of subsection 3.3.

https://github.com/mgtcardenas/Associative-Memory-Python-Script

When using the previous link, the reader will find the following:

� README.md - the README file with a brief description of the project

� associative-memory-mixer.py - the file that contains the code explained in

subsection 3.3

� training-patterns.txt - a text file containing a16 (rhythm 1) and b16 (rhythm

2) explained subsection 4.2 in their binary format (1 or -1)

Currently, the script will generate a random input after reading the training-patterns.txt

file. In order to run the script it is necessary to have the numpy library (the only de-

pendency for the script) installed. This can be accomplished by running the script in

a virtual environment like Anaconda and installing numpy there. The output of the

script will be printed into the console and the user would have to translate the series of

https://github.com/mgtcardenas/Associative-Memory-Python-Script
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1s and -1s into the grid of instruments of the Neural Drum Machine in order to listen

to the result.

The code for the VST plugin is also currently released on GitHub. To access it, use

the following link:

https://github.com/mgtcardenas/Associative-Memory-Mixer-VST-Plugin

When visiting the GitHub repository that hosts the VST plugin (both the plugin and

its code) the reader will find the following:

� .gitignore - an unimportant file for the project, ignore it. It is only there to avoid

uploading unnecessary file to the GitHub repository.

� amm.lua - one of the three code files that make up the plugin. This is the main

file loaded by the script. It requires mix.lua in order to work. Its main function

is to declare the parameters used by the script and read the MIDI files indicated

by the user.

� associative-memory-mixer.xml - An XML file that describes the user interface

of the virtual instrument/plugin. It is not intended to be modified directly. Instead,

it should be done through HALion. It is included in the project for the sake of

completeness and because the code works with parameters that are given through

this interface.

� associative-memory-mixer.vstsound - The file that can install the plugin in

a system. In order to install the plugin, one must only click this file. However,

the following programs are required to be installed before installing the plugin:

1. eLicenser Control Center

2. Steinberg Library Manager

3. HALion Sonic SE 3

These programs must be installed in this order. It must be noted that all these

programs are provided by Steinberg. Once installed, the plugin will appear inside

HALion Sonic SE 3 7.

https://github.com/mgtcardenas/Associative-Memory-Mixer-VST-Plugin
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� mix.lua - Another one of the three code files that make up the plugin. This file

contains all the logic necessary to mix the two motifs and generate a new one.

This file depends on the last file, utils.lua.

� utils.lua - The last of the three code files that make up the plugin. This file

contains functions that are required to perform the operations done in mix.lua

Since the HALion Script environment does not provide convenience functions to

work with matrices, this file is required.

Note that if the reader wishes to use this code as a starting base for another VST

plugin, the HALion program is required. Differently from HALion Sonic SE 3, HALion

is not free, as explained in subsection 2.4.

These practical contributions may aid future work done by other people. This is

mainly because AMs are not commonly used in the field of AC.

The following are some recommendations to follow when using the VST plugin. Do

not use MIDIs that have more than one track/instrument, since the plugin will only

read the first track of the MIDI file that has events. All other tracks are simply not

taken into account.

With the VST plugin, the composer is intended to create his own motifs using

a DAW. Then, these motifs need to be exported as MIDI files, which is a common

functionality in most commercial DAWs. Since the VST plugin is only guaranteed to

run in HALion/HALion Sonic/HALion Sonic SE, it was not possible to make the plugin

write MIDi events in a DAW sequencer. That’s why the result must be written to a

MIDI file, then dragged and dropped into the DAW’s sequencer.

It is not required for the composer to create his own motifs. The VST plugin will

work with any small MIDI file. The composer also need not create original motifs. It

is completely valid for him to use well known tunes for the inputs of the plugin. For

example, a composer might choose to mix the pink panther’s theme with the star wars

theme.

Although the plugin will work with any MIDI file, using very big MIDI files is not

recommended. Also, the range of notes used in the MIDI files should not be very big,

7If having problems finding the Associative Memory Mixer instrument, try looking for it with the
Layer filter instead of the Program filter inside HALion Sonic SE 3



77

for example using the whole range of a piano. It is recommended to work within two

octaves. These recommendations come from the fact that HALion and HALion Script

were not designed to host very heavy calculations. HALion Script is only intended to

automate procedures inside virtual instruments.

Anyhow, the PPQPosition Limit knob has a maximum value of 32, meaning that

will be the number of quarter notes that it will be able to read. If the time signature is

the classical 4/4, then this would equate to 8 measures. This might still be too much for

the environment depending on the hardware in which HALion/HALion Sonic/HALion

Sonic SE is being run.

As it is the case with all other matters in a research area, this work is not definitive

and future work must take place to improve upon it. Beginning with the recommenda-

tion of not using MIDI files with more than one track, later revisions of the plugin may

handle multiple instruments and tracks found inside MIDI files. This could be possible

if the dimension of the binary images were increased.

Instead of having an x and y axes only, the third axis z could indicate the instrument

of the composition. Perhaps the regular AM procedure would not work if this third

dimension were to be added. Even if it worked, some adjustments would have to be

made to the algorithm to take into account the situation when two MIDI files have a

different number of instruments/tracks.

The limitation on the size of the MIDI files poses another problem. Because of this

limitation, the magnification factor could not be increased. Therefore, the resolution of

the image could not be increased and its representation could find itself compromised.

To solve this problem, the calculations could be delegated to a more efficient system

or even programming language. Perhaps it could be possible to call a very optimized C

procedure for matrix operations from inside HALion Script. This would alleviate the

limitation of the MIDI input files.

Other important aspect in which the method could be improved would be in guar-

anteeing that it could find a result. After the sloppy reconstruction operation has taken

place, that result is filtered using the lower and upper difference limits. If the result

does not satisfy the limits, the procedure starts again. Perhaps there could be a way of

ensuring that the result would always satisfy the limits. This would prevent the script
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from timing out inside HALion.

Talking about the upper and lower difference limits, the current method calculates

a binary difference to determine if the result satisfies this limit. In order to do this,

the number of different notes/silences are simply counted between the result and the

training patterns. However, other ways of calculating the difference, such as the mean

squared error, could also be employed. Evaluating the benefit or detriment of using

other means of calculating the difference of the results is left as future work.

In subsection 3.1, it was mentioned that there were two solutions to the problem of

achieving sloppy reconstruction. This thesis has explored only one of the two solutions

for achieving sloppy reconstruction, modifying the AM’s basic procedure to avoid a full

reconstruction. However, the other option, overwhelming the storage capacity of the

AM, has been left as future work. In order to do this, many motifs would have to be

gathered and grouped according the characteristics that are wished for the result.

Also, this solution poses another problem. Since the storage capacity of AMs is

tightly coupled with the dimension of its training patterns, the AM could only produce

motifs of a certain length. This length would be determined by the training patterns’

length.

Another interesting idea would be for the method to work with a variable sized

window within the compositions. For example, if a MIDI has events up to PPQPosition

16, a window of length of 8 PPQPositions could grab 8 of these 16 PPQPositions.

However, the beginning of the window need not be PPQPosition 0. For instance, it

could start from PPQPosition 2. This would make the results of two compositions be

even more distinct from one another.

Finally, in [20], an alternate method for assembling weight matrix W is described.

This is called the Pseudoinverse Matrix Method. In [20], this method is said to be

simply an alternative to the outer product method. However, it would be worthwhile

to test an implementation of this alternate method. Perhaps this other method could

bring better performance to the plugin.
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Appendices

A Glossary of Acronyms

AAX Avid Audio Extension

AC Algorithmic Composition

ADA Autoregressive Discrete Autoencoder

AI Artificial Intelligence

AM Associative Memory

AMM Associative Memory Mixer

ANN Artificial Neural Network

AU Audio Unit

BPTT Back Propagation Through Time

CNN Convolutional Neural Network

DAW Digital Audio Workstation

DFT Discrete Fourier Transform

GAN Generative Adversarial Network

GPU Graphics Processing Unit

GRU Gated Recurrent Unit

LSTM Long-Short Term Memory

MIDI Musical Instrument Digital Interface

MP3 Moving Picture Experts Group Layer-3 Audio

OS Operating System

RNN Recurrent Neural Network

RHNN Recurrent Hopfield Neural Network

SDK Software Development Kit

VST Virtual Studio Technology

VSTi Virtual Studio Technology Instrument

WAV Waveform Audio File Format
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B Rights Letter

Carta de derechos del participante

Como participante de un experimento de investigación, usted tiene el derecho de:

� Ser tratado con respeto y dignidad en cada fase de la investigación.

� Ser informado de todos los aspectos de la investigación antes de involucrarse en

esta.

� Establecer un acuerdo por escrito y sin ninguna presión con el investigador antes

de participar en cualquier actividad o experimento.

� Decidir si se involucra en la investigación especificando que puede rehusarse o

retirarse de la actividad en cualquier momento.

� Ser tratado con honestidad, integridad y apertura, garantizándosele que no se le

engañará en el transcurso de la investigación.

� Recibir una pequeña compensación por su participación, tiempo y enerǵıa.

� Solicitar pruebas de que la investigación no viola normas éticas y de protección

de derechos humanos.

� Solicitar total confidencialidad y privacidad en cualquier reporte de la investi-

gación.

� Solicitar al investigador garant́ıas de que no sufrirá ningún daño por participar

en la investigación.

� Ser informado de los resultados de la investigación en términos accesibles para

usted.

The contents of this bill follow those prepared by the University of Calgary, which

examined all of the relevant Ethical Standards from the Canadian Psychological Asso-

ciation’s Code of Ethics for Psychologists, 1991 and rewrote these to be of relevance

to research participants. Descriptions of the CPA Ethical Code and the CPA Ethi-

cal Standards relevant to each of these rights are available at http: // www. cpa. ca/

ethics2000. html and http: // www. psych. ucalgary. ca/ Research/ ethics/ bill/

http://www.cpa.ca/ethics2000.html
http://www.cpa.ca/ethics2000.html
http://www.psych.ucalgary.ca/Research/ethics/bill/billcode.html
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billcode. html if you would like to examine them. The complete CPA Ethical Code

can be found in Canadian Psychological Association “Companion manual for the Cana-

dian Code of Ethics for Psychologists” (1992)

C Participation Consent

Consentimiento de participación en estudio

El propósito de este estudio es determinar si las redes neuronales recurrentes de

Hopfield pueden ser usadas para combinar elementos musicales (espećıficamente ritmo)

y si los resultados de tal mezcla son agradables al óıdo de las personas. El estudio

pretende evaluar el desempeño del resultado de la mezcla entre dos ritmos hecho de

dos formas diferentes (es decir, hay dos resultados). Como voluntario del estudio, su

participación será anónima. Se le pedirá escuchar 6 ritmos (4 samples con los que se

entrenó y 2 resultados) y contestar una encuesta en Google Forms a través de cualquier

dispositivo electrónico (celular, laptop, PC) después de la cual se dará por terminada

su participación y se le recompensará con un pequeño dulce por su tiempo, atención y

enerǵıa.

La sesión de realización de tareas podrá ser videograbada, en cuyo caso se garantiza

que el uso de la grabación será únicamente para estudiar las caracteŕısticas del sistema

y estrictamente confidencial. El estudio tomará aproximadamente 10 minutos. Si por

alguna razón está inconforme con las tareas a realizar, podrá dar por terminada su

participación en el momento que lo desee.

Yo , acepto par-

ticipar en este estudio, entendiendo por completo sus términos y mis derechos como

participante, detallados en la carta de derechos correspondiente, de la cual he recibido

una copia. Firma del participante:

Fecha:

Facilitador que entrega este formato:

Firma del facilitador:

http://www.psych.ucalgary.ca/Research/ethics/bill/billcode.html
http://www.psych.ucalgary.ca/Research/ethics/bill/billcode.html
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