
Chapter 3

Ensemble Learning

As noted before, common machine learning methods attempt to find a function h

which best approximates a function f that describes the relationship between an input

and an observation. However, it is not always feasible to find such function, based on

concerns of complexity and the nature of the problem. A different approach is defining

a set of hypothesis E = {h1, h2, ..., hk} with a set of weights {w1, w2, ..., wk} to build

a hypothesis function E(X) whose result is based on the agreement of each of the

hypothesis in the set. A common agreement technique is weighted voting such that

E(X) = w1 × h1(X) + w2 × h2(X) + ... + wk × hk(X).

The learning methods which allow us to calculate E are called ensemble methods

[8]. This chapter will provide an overview on ensemble methods as an area of machine

learning, and it will also analyze different ensemble techniques used in our research.

3.1. Problems in learning methods

Diettrich [8] stands out three types of problems in single hypothesis learning methods

which may be overcome using ensemble methods: statistical problem, computational

problem and representation problem.

15
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The statistical problem takes place when the hypothesis space is too large given

the amount of training data. This could result in a set of hypothesis all of which achieve

the same accuracy. It is possible that one of them will not perform well on the test

data, but they will as an ensemble. An algorithm that presents the statistical problem

is considered to have high variance.

The computational problem refers to the fact that it cannot be guaranteed that

the hypothesis h will be optimal on the data, and due to the use of heuristics it is pos-

sible that a non-optimal is found (for instance, a local minimum in a neural network).

This problem may be overcome by the combination of several sub-optimal solutions in

an ensemble, avoiding the risk of focusing on an incorrect sub-optimal solution. An algo-

rithm that presents the computational problem is considered to have computational

variance.

Finally, the representational problem considers the fact that f may not belong

to the chosen hypothesis space. By having an ensemble function, the hypothesis space

is expanded reducing this problem. An algorithm that presents the representational

problem is considered to have bias.

3.2. Ensemble Learning Design

There exist two different approaches in building an ensemble system. The first one

is to construct a set of independent accurate and diverse hypotheses. Such ensemble

will be able to overcome the statistical and computational problems. The second ap-

proach couples the selection of hypotheses in such a way that the set of hypotheses

together make a good fit to the data. Such approach overcomes the representational

problem. Algorithms like bagging [5] belong to the first approach. Boosting, introduced

by Schapire [23], follows the second approach.
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Figure 3.1: In bagging, each agent takes a bootstrap partition of the dataset Ξ and
trains over it

3.3. Bagging

Given a dataset Ξ, we define a subset Ξk ⊂ Ξ. We will then select a function hk

which best fits Ξk. Given that hk does not contain all data from Ξ, it is likely that its

hypothesis hk 6= h′
k, where h′

k is the function which best matches Ξ′
k 6= Ξk. Bagging

(Figure 3.1) is based on this principle to achieve diversity. In the basic form of bagging,

in each iteration a different subset of Ξ is generated and a corresponding function is

obtained by training. Breiman [5] provides the following definition of bagging:

Bagging predictors is a method for generating multiple versions of a predictor
and using these to get an aggregated predictor. The aggregation averages over
the versions when predicting a numerical outcome and does a plurality vote when
predicting a class. The multiple versions are formed by making bootstrap replicates
of the learning set and using these as new learning sets. [5]

A bootstrap replicate is a specific type of subset of Ξ. It is formed by sampling n

elements from Ξ with replacement, which means that it is possible to have a sample

X repeated in Ξk. Having the sample Xi multiple times in the dataset will increase its

relevance, as it will be more beneficial to calculate E(Xi) correctly than E(Xj), where

Xj is just present once in Ξk.

The goal of bagging is finding a set of predictors hk(x), each trained on a bootstrap
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replicate of Ξ, such that the final hypothesis h(x), based on the agreement of each of the

predictors, performs better than a single hypothesis. Improvement has been shown in

cases where the dataset is diverse [5], such that given the sensibility on certain samples

the resulting predictors will be different.

The bagging algorithm is as follows:

Bagging(Ξtrain, k)

1 E = {}

2 for i← 1 to k

3 do Ξi ← BootstrapReplicate(Ξi)

4 hi ← train(Ξi)

5 E ← E ∪ {hi}

6 return E

The agreement function for the ensemble varies depending on the type of problem.

In prediction, using the average of the ensemble result as an answer is the most common

technique:

H(X) =
1

k

k∑

i=1

hi(x) (3.1)

In the case of classification, the label which is selected by most of the classifiers is

returned:

H(X) = y such that
k∑

i=1

|[hi(x) = y]|1 is max (3.2)
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Figure 3.2: Neural Network with 3 layers

3.4. Neural Networks in bagging

As indicated before, it is possible to use any learning technique for each predictor.

One possibility is using Neural Networks. A Neural Network, as Hoffman indicates [13],

consists on a multilayer perceptron, where a perceptron is a binary classifier which maps

input X to output f(X) using the function:

f(X) = Factivation(< w,X > +b) (3.3)

where < w,X > is the dot product of a set of weights w and the features of X. A

neural network is organized into layers of interconnected perceptrons, where the input

for a certain perceptron in a certain layer X̂i will be the output of all the perceptrons

in the previous layer. Figure 3.2 shows a sample Neural Network structure. The general

layer structure can be divided into 3 different sections. The input layer, where for

each feature there will be a neuron; the hidden layers, where layers of perceptrons are

placed and the number of layers can vary; and the output layer, which indicates the

final prediction of the network. The different perceptrons in a neural network contain

activation functions, which replace the hard threshold of the single binary classification

perceptron (−1, 1) with a softer function like hyperbolic tangent or sigmoid function

(Figure 3.3).
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Figure 3.3: Hyperbolic tangent function. This function softens the threshold for a per-
ceptron output.

The most simple type of neural network is known as feed forward neural network

[13]. In this network, the data progression is in only one direction from the input

to the output layer. Training the neural network is done by the Backpropagation

algorithm, which using the gradient operation updates the weights of each perceptron

from the output to the input layer [13].

In bagging, it is possible for each agent to train its own Neural Network, as it is

possible for each agent to have a different decision mechanism. Neural Networks are

just one of the possible learning techniques that may be used for a bagging predictor.

3.5. Boosting

Boosting follows the approach where each hypothesis is not chosen independently,

but based on results of previous hypotheses in the ensemble. In boosting, ∀X ∈ Ξ ∃d(X),

which is the weight associated to the train sample. The weight d(X) is a measure of

relevance of the sample in the selection of new hypotheses to add to the ensemble.

In each boosting iteration, that hypothesis which by itself has the least error on Ξ,

considering the associated weights of each sample, is chosen and added to the ensemble
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Figure 3.4: Through boosting, the prediction of different agents h1, h2, h3 may be com-
bined to obtain a function H which matches the real function f . This figure was based
on an adaboost graphical representaiton found in [10].

E. This means that for each iteration of the boosting algorithm, the ensemble grows by

one. Also in each iteration, the weights d(X) are updated to give relative relevance to

those samples for which the Ensemble still has not generated the correct answer. Each

hypothesis chosen is as well associated a relative weight α which indicates the relevance

of its prediction for the general ensemble (Figure 3.4).

3.5.1. Adaboost

The most used boosting algorithm is Adaboost (Adaptive boosting) [10]. In Ad-

aboost, a greedy optimization procedure is performed to calculate the values of α for



CHAPTER 3. ENSEMBLE LEARNING 22

each selected hypothesis.

Adaboost(Ξtrain, k)

1 E = {}

2 d(xi)← 1
|Ξtrain|∀Xi ∈ Ξtrain

3 for t← 1 to k

4 do Select hypothesis ht which minimizes empirical loss on weighted Ξtrain

5 Calculate hypothesis weight αt

6 Update weights d(xi)

7 E ← E ∪ {ht}

8 return E

The optimization procedure in Adaboost is focused on minimizing the exponential

loss function (figure 3.5). the exponential loss function is defined as:

L(h;x, y) = e−yh(X) (3.4)

h is our hypothesis h: <d → <. Since limyh(x)→infL(h;x, y) = 0, Given that y and

h(x) possess the same sign, the greater that the value of yh(x) the lower the exponential

loss will be. On the other hand, if h(x) disagrees with the label y, the exponential loss

will increase exponentially.

Following PAC learning theory, we may define an upper bound to the generalization

error for E [10]. We define an ensemble margin as:

%(X, y) =
y

∑T
t=1 αtht(X)∑

t ‖αt‖
(3.5)

sign(%(X, y)) indicates the predicted label, while ‖%(X, y)‖ indicates the confidence

on the prediction. For a certain margin Θ, we may define the upper bound for the

generalization error of the ensemble by:
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Figure 3.5: Sample Exponential Loss Function. Graph shows iterations versus loss

P n{Xn : errp(E(Xn)) > ε} < δ (3.6)

where,

ε =
1

n

n∑

i=1

|[%(Xi, yi) ≤ Θ]|+ Ô(
D

nΘ2
)2 (3.7)

D indicates the log-cardinality of the hypothesis space, while Ô indicates propor-

tionality up to logarithmic factors [13] [10]. The previous expression indicates how a

larger proportion of samples on which the margin is larger than fixed margin Θ will

result on a lower generalization error. Intuitively, a larger margin increases confidence

on prediction and reduces the probability of the occurrence of low-margin predictions

which indicates a divided ensemble (figure 3.6). If all the hypothesis on the ensemble

agree on a sample, then the prediction value shall be E(X) = ‖
∑n

i=1 αi‖.
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Figure 3.6: Training Set Margin and Sample Margin

In each iteration of Adaboost, that hypothesis which minimizes the exponential loss

over Ξtrain is chosen. It is measured as:

L(E,Ξtrain) =
n∑

i=1

e−yiE(Xi), E(X) =
∑

t

αth(X) (3.8)

In every iteration of boosting, L(E,Ξtrain) is minimized by adding one hypothesis

to the ensemble at a time. Given an ensemble of size t-1, we wish to select hypothesis

ht such that L(E,Ξtrain) will be minimized. This means that,

(ht, αt) = argminht,αt

n∑

i=1

e−yi(
t−1
i=1 αihi(Xi)+αtht(Xi)) (3.9)

We can rewrite the previous expression, taking advantage of properties of the expo-

nential function as:

(ht, αt) = argminht,αt

n∑

i=1

wt
ie

αtht(Xi)) (3.10)

wt
i = e−yi(

t−1
i=1 αihi(Xi)) (3.11)
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Given that we know that the prediction of a hypothesis h(X)×{−1, 1}, we rewrite

the previous expression as:

n∑

i=1

wt
ie

αtht(Xi)) = e−αt

n∑

i=1

|[yi = ht(Xi)]|wt
i + eαt

n∑

i=1

|[yi 6= ht(Xi)]|wt
i (3.12)

Where wt
i is the associated sample weight d(X). We now differentiate with respect

to α,

δα{e−αt

n∑

i=1

|[yi = ht(Xi)]|wt
i + eαt

n∑

i=1

|[yi 6= ht(Xi)]|wt
i} = (3.13)

eαt

n∑

i=1

|[yi 6= ht(Xi)]|wt
i − e−αt

n∑

i=1

|[yi = ht(Xi)]|wt
i (3.14)

To obtain the optimum, we equal to 0,

δα{eαt

n∑

i=1

|[yi 6= ht(Xi)]|wt
i − e−αt

n∑

i=1

|[yi = ht(Xi)]|wt
i} = 0 (3.15)

Finally, through algebra we obtain the value of αt,

αt =
1

2
log

1 −E(ht)

E(ht)
, E(ht) =

∑n
i=1 |[yi 6= ht(Xi)]|wt

i∑n
i=1 wt

i

(3.16)

where the chosen hypothesis shall be given by:

ht = argminh{E(h), 1 −E(h)} (3.17)

Equation 3.17 indicates that the greatest Error that a single hypothesis may have is

0.5 (which matches the random case) as for any larger error the negative prediction of

that hypothesis is taken. Using the previous definitions, we may update the Adaboost

algorithm,



CHAPTER 3. ENSEMBLE LEARNING 26

Adaboost(Ξtrain, k)

1 E = {}

2 d(xi)← 1/n∀Xi ∈ Ξtrain

3 for t← 1 to k

4 do ht ← argminh{E(h), 1− E(h)}

5 αt ← 1
2
log 1−E(ht)

E(ht)

6 ∀X ∈ Ξtrain d(X) ← d(X)eαht(X)y

7 E ← E ∪ {ht}

8 return E

3.5.2. Margin maximization in Adaboost

One of the most important characteristics of Adaboost [10] is the fact that the

margins keep increasing, even after all training data has been predicted correctly. This

usually translates into a better generalization error, as intuitively, we are more confident

of our predictions.

Given a training example, we know as margin % the signed distance of the prediction

regarding the separation hyperplane times the true label. We will define the margin on

our training set as the minimum of the margins of the training examples.

Besides continually increasing the margin, there is a second key property of the

adaboost algorithm: At iteration t of our boosting algorithm, the upper bound of our

training error of the combined learners is reduced by a factor of 1 − 1
2
γ2

t [10]. Given

that the prediction error of a single weak classifier (a hypothesis in our ensemble) is

greater than 1
2
, we may define the prediction error of the tth classifier in our ensemble

as εt = 1
2
− 1

2
γt, where γt =

∑N
i=1 wt

nynht(xn), being w the weight given to each training
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sample xn with label yn and ht the prediction of the weak learner.

Adaboost, however, has not been proved to maximize this margin. It has been only

proved to asymptotically achieve a margin of at least %∗
2
. However, other 2 algorithms,

marginal adaboost and adaboost*, seek to maximize such margin and hence minimize

the generalization error.

3.5.3. Von Newman’s Min-Max theorem

Von Newman’s Min-Max theorem is of great importance in both marginal adaboost

and adaboost*, since it establishes a direct relationship between γ and %. The theorem

is as follows:

γ∗ := minwmaxh∈H

N∑

n=1

wnynh(xn) = maxαminn=1,...,Nyn

|H |∑

k=1

αkhk(xn) =: %∗ (3.18)

where w ∈ P N , α ∈ P |H |. P k is the k-dimensional probability simplex.

Thus, the minimal edge γ∗ achievable with any combination of weights is equal to

the maximum margin %∗ achievable with any linear combination of weak hypothesis.

Also, for any non-optimal weights, we have that:

maxh∈Hγh(w) > γ∗ = %∗ > minn=1,...,Nynfα(xn) (3.19)

From this theorem we may derive a conclusion for our ensemble learning scenario:

Given that a weak learner returns hypotheses with edges at least γ∗, there is a combi-

nation of these hypotheses with margin γ∗ ≡ %∗.
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3.5.4. Adaboost%

We now introduce the adaboost% algorithm. This algorithm is a simple modification

from the original Adaboost.

Adaboost%(S = 〈(x1, y1), ..., (xN, yN )〉, T, %)

1 w1
n = 1/N∀n = 1...N

2 for t = 1 to T

3 do Obtain learner h for which ε is minimal

4 γt =
∑N

n=1 wt
nynht(xn)

5 if |γt| = 1

6 then for r = 1 to t− 1

7 do αr = 0

8 αt = sign(γt)

9 break

10 αt = 1
2
log 1+γt

1−γt
− 1

2
log 1+%

1−%

11 wt+1
n = wt

ne
−αtynht(xn)/Zt, s.t.

∑N
n=1 wt+1

n = 1

12 γ = mint=1,...,Tγt

13 ρ = minn=1...Nynf(xn)

14 return f, γ, ρ

Where f(x) is the ensemble prediction:

f(x) =
T∑

t=1

αt∑
r αr

ht(x) (3.20)

The difference between the original adaboost algorithm and this algorithm resides

in the calculation of the αt:
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αt =
1

2
log

1 + γt

1 − γt
− 1

2
log

1 + %

1− %
(3.21)

The difference on the alpha calculation resides in the fact that the weight is chosen

so that the edge of ht with respect to the new distribution is exactly %.

In the original adaboost algorithm, we are looking for a distribution w of maximum

entropy [10] subject to the constraints that edges of previous hypothesis are equal to

0. In Adaboost%, the constraint is that the edges of the previous hypothesis are at

maximum % [21]. Thus, adaboost is a special case of Adaboost% where % = 0.

We will use the following theorem [21] to justify our choice for the update of the α

values:

Let γ̂1, ..., γ̂T be the edges of h1, ..., ht that are generated by Adaboost%, and −1 ≤

%t ≤ γ̂t ∀t = 1...T . Then, ∀θ ∈ [−1, 1]

1

N

N∑

n=1

I(ynf(xn) ≤ θ) ≤
T∏

t=1

√
(
1− γ̂t

1− %t
)1−θ(

1 + γ̂t

1 + %t
)1+θ (3.22)

where f is the final hypothesis. Furthermore, for θ ≤ mint=1,...,T%t

1

N

N∑

n=1

I(ynf(xn) ≤ θ) ≤ exp{−
T∑

t=1

∆2(%t, γ̂t)} (3.23)

where

∆2(%, γ̂) :=
1 + p

2
log

1 + %

1 + γ̂
+

1− p

2
log

1 − %

1− γ̂
(3.24)

being ∆2(%, γ̂) the binary relative entropy. Thus, our algorithm will make progress

as long as the right side of 3.23 is reduced. Now, given that we want to reach margin θ

for all of our training examples. We can bound:
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1

N

N∑

n=1

I(ynf(xn) ≤ θ) ≤
T∏

t=1

√
(
1− γ̂t

1− %t
)1−θ(

1 + γ̂t

1 + %t
)1+θ =

T∏

t=1

eθαt+log Ẑt (3.25)

where

αt =
1

2
log

1 + γt

1 − γt
− 1

2
log

1 + %

1− %
(3.26)

and Ẑt = 1+%
2

e−αt + 1−%
2

e−αt is an upper bound for Zt.

Another important fact is that Adaboost% converges faster when θ is closer to %∗.

To illustrate this fact, we may use the following theorem [21]:

eθαt+log Ẑt ≤ e−∆2(%,γt) (3.27)

Which translates in that the right hand of 3 is being reduced by a factor of e−∆2(%,γt)

which, by inspecting the Taylor expansion of e−∆2(%,γt) can be bounded by:

e−∆2(%,γt)) ≤ 1 − (%− γt)
2

2(1− %2)
(3.28)

Note that in the regular adaboost the fraction of points with margin at least 0 is

reduced by at least 1 − 1
2
γ2

t , So we have an additional term 1
1−%2 , which will increase

the convergence rate when % is closer to %∗.

In the end of the algorithm, the final values of γ and ρ are calculated. γ will be

the minimum edge for a weak learner, while ρ will be the minimum margin for a single

train sample. Note that in the version of Adaboost% presented in the paper ”Maximizing

the margin with boosting”[21] ρ is calculated as the maximum margin, though it was

decided to test the algorithm using the minimum, as it matches our conception of the

margin being the minimum distance respecting the separation hyperplane.

It can also be seen that Adaboost% will converge to a margin of at least % in at most

d2 log(N)
ε2
e+ 1 iterations.
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3.5.5. Marginal adaboost

Adaboost% successfully approaches a provided margin %. However, the value of the

optimal margin needs to be provided to Adaboost%. Marginal adaboost proposes a tech-

nique to reach an approximation to the maximum margin using a binary search ap-

proach. The algorithm is as follows:

Marginal −Adaboost(S = 〈(x1, y1), ..., (xN, yN)〉, ε)

1 %1 = 0

2 l1 = −1

3 u1 = 1

4 R = dlog2
1
ε
e

5 T = d2 log(N)
ε2
e + 1

6 for r = 1 to R

7 do [f, γ̂, %̂] = AdaBoost%(S, T, %r)

8 if %̂ ≥ %

9 then lr+1 = max(%̂r, lr), ur+1 = min(γ̂, ur)

10 else lr+1 = max(%̂r, lr), ur+1 = min(γ̂, %r + ε, ur)

11 %r+1 = lr+ur

2

12 if ur+1 − lr+1 ≤ 3ε

13 then BREAK

14 return f = Adaboost%(S, 2 log(N)
ε2

, lr+1 − ε)

In Marginal Adaboost, we want to reach a certain margin with precision ε. Thus,

using a binary search approach, and taking advantage that %∗ ≤ γ and %∗ ≥ %, where %

is a non-optimal margin, we may define the range in which %∗ must be found. Through

each iteration, we use Adaboost% to obtain a shortest range, which will be every time at
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least half from the previous range [21]. As with every iteration we will be getting closer

to %∗, Adaboost% will faster find a smaller edge and a greater margin (in case it does

not, we artificially reduce the range by ε) until the range is smaller than 3ε. Then, we

will make a final adaboost call, which we know that in 2log(N)/ε2 will find a margin

in [% ∗ −ε, % ∗+ε] [21].

3.5.6. Adaboost*

There clearly is a performance constraint in Marginal Adaboost, as we are perform-

ing several Adaboost% runs without in the end really using the selected weak learners.

This is the reason why the possibility of achieving the same margin in one single Ad-

aboost run was approached, resulting in the Adaboost* algorithm, which is as follows:

Adaboost∗(S = 〈(x1, y1), ..., (xN, yN)〉, T, ε)

1 w1
n = 1

N
∀n = 1...N

2 for t = 1 to T

3 do Obtain learner h for which ε is minimal

4 γt =
∑N

n=1 wt
nynht(xn)

5 if |γt| = 1

6 then for r = 1 to t− 1

7 do αr = 0

8 αt = sign(γt)

9 break

10 %t = (minr=1,...,tγr)− v

11 αt = 1
2
log 1+γt

1−γt
− 1

2
log 1+%t

1−%t

12 wt+1
n = wt

ne
−αtynht(xn)/Zt, s.t.

∑N
n=1 wt+1

n = 1

13 return f
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Notice that the only difference between Adaboost* and Adaboost% is that in Ad-

aboost* the value of % changes from one iteration to another, always taking the smallest

possible of the computed edges γ. Thus, we are using a monotonically decreasing se-

quence of margin estimations %t to reach our final margin %∗ within a distance of ε.

Adaboost* is based on 2 insights:

Adaboost% converges fastest to a combined hypothesis with margin %* - ε when %t

is closest to % ∗ −ε.

For distribution on examples that are hard for the weak learner, the edge γt will

be closer to %∗.

By choosing %t = (minr=1,...,tγt − v) we concentrate on the hardest generated distri-

bution so far. This helps in converging faster and to a larger margin, and leads to dis-

tribution where weak learners have lower edges. It can be shown that with d2 log(N)
v2 +1e

iterations we may reach this margin [22].


